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ABSTRACT
The multimodal nature of lifelog data poses unique challenges for
analysis, indexing and interactive retrieval. To address these chal-
lenges, the Lifelog Search Challenge (LSC) is an annual evaluation
campaign allowing interactive retrieval systems to explore new
ideas and measure their performance against each other.

This paper describes the virtual reality (VR) multimedia retrieval
system vitrivr-VR, with a focus on aspects relevant to the LSC’22,
especially the user interaction in VR, the formulation of typical LSC
queries, and different options to explore the retrieval results in VR.

CCS CONCEPTS
• Information systems → Image search; Search interfaces;
Query representation; • Human-centered computing → Vir-
tual reality.
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1 INTRODUCTION
Smart, wearable devices have greatly increased in availability, af-
fordability and ubiquity in the last decade. These devices have
enabled the quantitative collection of aural, visual, geospatial, bio-
metric and other data for a variety of uses such as healthmonitoring,
fitness tracking and as a memory aid. The data collected in this way
by an individual is called a lifelog and the practice of collecting it
lifelogging.

Lifelog data is highly heterogeneous by definition. Depending
on the lifelogger and the purpose of collection it may consist of
large quantities of easily interpretable structured data, such as
biometric (e.g., heart rate or blood oxygen saturation) and positional
(e.g., altitude, geospatial coordinates) measurements, and highly
unstructured data, such as audio, images and video sequences. An
example of such lifelog data is shown in Figure 1. This combination
of variety and volume of data poses unique and difficult challenges
for data analysis, indexing and retrieval tasks. Due to the increasing
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Figure 1: A sample of lifelog data from the LSC’22 dataset.

relevance of methods for efficient interactive analysis and retrieval
of this kind of data and the interesting challenges that have yet
to be overcome in this domain, a vibrant research community has
emerged around the topic of lifelog analytics.

Co-located with the International Conference on Multimedia Re-
trieval (ICMR) the Lifelog Search Challenge (LSC) [3] is an annual
competition for interactive lifelog retrieval systems. The LSC offers
a platform for a wide variety of systems ranging from systems
built for and exploring a specific aspect of lifelog retrieval to gen-
eral purpose multimedia retrieval systems, and is modeled after
the interactive evaluation campaign Video Browser Showdown
(VBS) [5, 8]. During the LSC, system operators must solve various
information retrieval tasks as quickly as possible. The LSC is fa-
cilitated by DRES, a system for interactive multimedia retrieval
evaluations [10]. These retrieval tasks commonly take the form of
a first-person description of a past event, sometimes containing
inaccuracies, which match an event within the lifelog data. More
information is revealed in steps during the course of a task. An
initial task prompt from a previous task is “I was building a com-
puter alone in the early morning on a Friday...” with an addition
to the prompt later revealing that it was “...at a desk with a blue
background.”.

In this paper, we describe vitrivr-VR, a returning participant in
the LSC, having made its first appearance in the LSC’21 [2, 14].
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Figure 2: System overview for vitrivr-VR and its three major components: vitrivr-VR (UI), Cineast and Cottontail DB. For the
sake of completeness, we also show the desktop user interface vitrivr-NG.

vitrivr-VR comes with a virtual reality (VR) interface, which offers
new opportunities and poses new challenges for interactive infor-
mation retrieval, and is based on the vitrivr1 system, which has also
previously participated in the LSC [4, 6, 9]. This paper presents the
version of the vitrivr-VR system participating in the LSC’22 with a
focus on aspects particularly relevant to the LSC.

The remainder of this paper is structured as follows: Section 2
gives an overview of the vitrivr-VR system, Section 3 introduces the
user interaction system, Section 4 provides a detailed description
of available query formulation methods, Section 5 describes the
results exploration, and Section 6 concludes.

2 SYSTEM OVERVIEW
As seen in the architecture diagram shown in Figure 2, vitrivr-VR
is part of the open-source vitrivr stack. The full stack consists of
three main parts: (i) Cottontail DB [1] is a column-store database
management system, storing retrieval relevant feature representa-
tions extracted from the multimedia data, as well as any additional
metadata. It supports a variety of query modes, including Boolean,
full-text and nearest-neighbor search (NNS) as well as a number
of index structures to speed up query time. (ii) Cineast [11, 12]
is the feature extractor and retrieval engine, which extracts con-
tent-based features from multimedia data and maps user queries
onto the database. An overview of its retrieval model can be found
in [7]. (iii) vitrivr-VR is the experimental VR-based user-interface
at the focus of this paper. It provides multimodal multimedia query
formulation and immersive results exploration within a virtual
space.

The aim of vitrivr-VR is to explore the advantages and challenges
of performing information retrieval in VR. As such, it is developed

1https://vitrivr.org

not to replace the conventional, browser-based interface to the stack
vitrivr-NG (also shown in Figure 2), but rather to complement it and
to offer an alternative approach to interactive multimedia retrieval.
vitrivr-VR is developed in Unity using OpenXR to interface with XR
backends such as SteamVR. Through the OpenXR interface, vitrivr-
VR is compatible with any VR hardware supporting OpenXR. It has
been developed and tested on the HTC VIVE Pro and the Valve
Index headsets. The communication between vitrivr-VR and Cineast
is facilitated through the Cineast RESTful API provided through its
OpenAPI specifications.

3 USER INTERACTION
The user interaction in vitrivr-VR is designed to be as intuitive
as possible, by evoking the interaction with real world objects,
such as maps, globes, screens and drawers. To this effect, all user
interface (UI) elements, except the cylindrical results display, can be
interacted with in two ways: (1) by grabbing them and repositioning
them in space, and (2) by performing an active interactionwith them.
The difference between the two types of interaction being, that the
grab interaction can be expected only to affect the position of a
UI object and cause changes in state only through proximity to
other UI objects, while an active interaction never changes the
position of a UI object, but causes some intra-object state change.
For example, the grab interaction may allow a user to move a map
in virtual space, while the active interaction may allow them to pan
and zoom the map.

4 QUERY FORMULATION
Through its backend consisting of Cineast and Cottontail DB, which
is shared with the rest of the vitrivr stack, vitrivr-VR supports a
number of retrieval modalities. The three main supported modes
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Figure 3: Geospatial query interface consisting of the globe mini-map, the pin box and the detail-map.

of retrieval are Boolean, NNS, and full-text retrieval. These retrieval
modes enable the retrieval modalities used by vitrivr-VR, which in-
clude Query-by-Example (QbE) using a frame from a previously re-
trieved result or Query-by-Sketch (QbS) using a color sketch, meta-
data queries using Boolean, geospatial NNS and full-text search, and
cross-modal text-to-visual retrieval using a visual-text co-embedding.

LSC tasks usually contain a mixture of retrieval-relevant infor-
mation from different modalities such as time, location or scene
descriptions. To take full advantage of this information at query
time, interfaces are required to support multi-modal query formu-
lation.

4.1 Text Input
While there are many alternative query modes to text, textual
queries, and therefore text-input, are very important for lifelog
retrieval. Because LSC task prompts are textual, it is sometimes
the best strategy to search directly with parts of the prompt to
avoid misinterpreting the task. Especially in cases where a task
prompt specifies a building or location name that may be present
in the textual metadata or extracted OCR data, effective text input
is required to formulate an appropriate query.

Efficient text input in VR is still an area of active research and no
clearly superior method has emerged so far. As a result, vitrivr-VR
implements two text input methods to be used in combination: a
speech-to-text input and a precision touch keyboard. The speech-to-
text used by vitrivr-VR is based on DeepSpeech2 and allows entire
sentences to be entered at a time in an efficient manner. In most
cases, speech-to-text is enough for fast and accurate text input,
however, especially when rare or hard-to-pronounce words are
involved, speech-to-text may sometimes result in incorrect text
input. In such a scenario, the precision touch keyboard, which can
be operated by touching the keyboard keys in virtual space, allows
the precise editing and correction of entered text.

In vitrivr-VR text input enables query formulation for a number
of query modalities. The text entered can be used to search for

2https://github.com/mozilla/DeepSpeech

visual concepts extracted from the images, to perform a full-text
search on scene description or optical character recognition (OCR),
and to perform NNS using a visual-text co-embedding [13, 14].

4.2 Boolean Queries
Since lifelog content is rich in metadata, Boolean filters are very
important to narrow down the result set. vitrivr-VR implements
Boolean filtering by two different kinds of information: metadata
recorded in the lifelog and visual concepts extracted from the lifelog
images. Filtering by lifelog metadata behaves like regular Boolean
filtering: a Boolean expression is formulated through the interface
and only results are returned that match this expression. Filtering by
visual concepts is handled slightly differently, returning all results
matching at least one concept, ordered by the number of matching
concepts.

4.3 Geospatial Queries
Spatial clues play an important role in LSC tasks and lifelog re-
trieval in general. Since the dataset contains the semantic names of
some locations, such as airports and hotels, this information can
sometimes be incorporated into a query using a Boolean term. In
many cases, however, the spatial information provided in a task
prompt is too general to be narrowed down to one of the location
names provided in the data. For these cases, vitrivr-VR implements
a map-based interface allowing the specification of any geospatial
query location.

The geospatial query interface consists of three parts, as shown
in Figure 3. The globe mini-map is used to set the rough location
of the detail-map on which a query location can be set with great
precision. For both of these interactions, a pin from the pin box is
used. To specify a rough location to move the detail-map to, a pin
is grabbed out of the pin box and stuck into the mini-map. Through
this method, it is possible to quickly move the detail-map over large
distances. To make it even easier to quickly place a pin in the correct
location on the mini-map, the globe can be grabbed and rotated
with one hand, while the pin is held with the other. The interaction
for the specification of a query location is very similar, only on
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Figure 4: Cylindrical results view as shown from a third-
person perspective.

the detail-map. A pin is grabbed from the pin box and stuck into
the detail-map to specify a query location. To be able to place pins
precisely, the detail-map can also be adjusted directly by dragging
the map with one hand and by changing the zoom level through a
pinch gesture with both hands.

To query by one or multiple geospatial locations, NNS is per-
formed using spherical coordinates and the Haversine distance.
To give the operator control over how strongly distance from the
query points should be penalized, the zoom level of the detail-map
controls the half similarity distance, which specifies the distance
in meters at which a retrieved item will be assigned a similarity of
50%.

The geospatial query interface uses a modified version of the
Mapbox Unity package and includes data from OpenStreetMap3.

5 RESULTS EXPLORATION
Results exploration in vitrivr-VR is enabled through three interfaces,
each taking advantage of the immersion enabled by VR in a different
way. The first results exploration interface encountered during a
retrieval session is the cylindrical results display shown in Figure 4.
It allows query results to be browsed quickly and immersively in the
form of interactable thumbnails arranged in columns, cylindrically
around the user. The columns can be scrolled horizontally, rotating
the results around the user and revealing additional results.

Results from the cylindrical results display can be inspected in
more detail through the detail view shown in Figure 5. This UI
object can be popped out of the results display by interacting with
the result to be inspected. It offers a more detailed view of the
image recorded for this lifelog moment, shows attached metadata
and extracted visual concepts, and the option to explore the lifelog
through the sequence view. By grabbing and repositioning this
detail view, it can be set aside for later inspection, or compared
directly next to other results. This is particularly useful during the
3https://www.openstreetmap.org

Figure 5:Media viewer showing details for the selected lifelog
moment.

early stages of an LSC retrieval task, when not all task information
has been revealed.

To gain a better overview of neighboring lifelog moments and
quickly scan the temporally ordered sequence of lifelog images,
vitrivr-VR offers a sequence view, shown in Figure 6, which is
accessible directly from any detail view. It shows the neighboring
lifelog images as thumbnails inside a box, which can be riffled
through using one or both hands. By moving a hand over a lifelog
image and interacting with it, a new detail view centered on the
corresponding lifelog moment is created.

A sequence view can be moved around freely by grabbing and
moving it. Because it can be difficult to select a specific image
when a sequence contains a large number of images, the sequence
view has a handle at the front that can be grabbed and pulled to
elongate the sequence view and increase the space between images.
This interaction was designed to be reminiscent of pulling out a
drawer and allows the information density and compactness of the
sequence view to be controlled quickly and intuitively.

https://www.openstreetmap.org


Figure 6: Sequence view showing the neighbors of a query
result. Moving a hand through the sequence displays the
closest item to the hand above the sequence as shown.

6 CONCLUSION
In this paper, we described the vitrivr-VR interactive multimedia
retrieval system. vitrivr-VR supports multimodal query formulation
directly within a VR environment and provides a simple and intu-
itive, yet very powerful user interaction system to enable searching
and exploring of multimedia collections.
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