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Abstract. This paper presents the most recent iteration of the vitrivr
multimedia retrieval system for its participation in the Video Browser
Showdown (VBS) 2021. Building on existing functionality for interactive
multi-modal retrieval, we overhaul query formulation and results presen-
tation for queries which specify temporal context, extend our database
with index structures for similarity search and present experimental func-
tionality aimed at improving the explainability of results with the objec-
tive of better supporting users in the selection of results and the provision
of relevance feedback.
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1 Introduction

The Video Browser Showdown (VBS) [17] is a major evaluation campaign for
interactive video retrieval and celebrates its 10th anniversary in 2021. The vitrivr
system and its predecessors have been long-running participants to VBS [19],
utilising different methods from sketch-based queries to deep-learning methods
for concept detection, and text retrieval for OCR and ASR in recent years [20,22].

vitrivr always had a focus on multi-modal multimedia retrieval, enabling
users to mix and match different modalities to find a particular item in a collec-
tion. Being a general-purpose retrieval system, vitrivr has found many applica-
tions ranging, for example lifelog search [6,16].

In this paper, we present the vitrivr system as envisioned to participate at
VBS’21, including its changes to temporal queries, newly added index structures
and improvements towards the explainability of results. We have used the time
since the last VBS to make improvements to query formulation and our retrieval
model [8], to take another look at relevance feedback and results presentation [7],
and to enhance our open source database, which is described in more detail in [3].
The backend and database layer are also used by another system participating
at VBS, vitrivr-VR [23].
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Fig. 1: Architecture overview of vitrivr [6]

The remainder of this paper is structured as follows: Section 2 gives an
overview of the vitrivr system, Section 3 discusses our new approach to temporal
scoring, Section 4 introduces the index structures we will be using for similarity
search, Section 5 gives examples of the envisioned user-facing explanations of
results and Section 6 concludes.

2 vitrivr

vitrivr1 is an open source, content-based multimedia retrieval stack with explicit
support for different modalities, such as images, audio, video, and 3D models. As
such, vitrivr serves as a platform for a wide range of multimedia research activi-
ties such as gesture retrieval, search and exploration in VR and cultural heritage
applications. The stack covers all aspects of multimedia retrieval, namely feature
extraction and storage, content serving, query formulation and execution, and
result presentation. In Figure 1, we provide an architectural overview of vitrivr
and its three main components: The storage layer Cottontail DB [3], the retrieval
engine Cineast [18] and the presentation layer vitrivr-ng.

In vitrivr, many different kinds of features and data sources are used. We
extract a variety of low-level visual features for color and texture, use more
traditional features such as SURF [1], deep features [9] and textual information
(ASR, OCR) for fulltext search [20]. For an in-depth discussion of the retrieval
model unifying different types of features, we refer to [8].

While vitrivr has always been focused on retrieval, we have recently experi-
mented with different presentation modes and relevance feedback for a stronger

1 https://vitrivr.org/

https://vitrivr.org/
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focus on exploration, which has shown promising results for Ad-Hoc Video Search
(AVS)-style tasks [7].

3 Temporal Querying

As discussed in [6,8], users of vitrivr can currently formulate temporal queries
by combining multiple, independent queries. Other systems at VBS employ dif-
ferent approaches to the same problem [13,14]. In addition, users must specify a
temporal bound wherein potential matches should occur, e.g., results of query A
within 30 seconds of query B. The two queries are then processed independently
in parallel by the retrieval engine. The results are combined by the front-end
such that the temporal proximity of matching pairs in both result sets within
the specified limits lead to a higher overall score.

Evaluations with different versions of vitrivr [7] and against other systems
have shown that user experience and retrieval speed deteriorates quickly for large
result sets. Furthermore, user studies have found that users almost never submit
more than two queries jointly, even if they see longer portions of a video and
the general feedback indicates that users find the current presentation as well as
query formulation to be very unintuitive.

This feedback, combined with the proven effectiveness of temporal query-
ing, has led to revisiting this functionality. Aggregating results by temporal
closeness in the front-end suffers from inherent architectural limitations: Since
Cineast only sends a limited number of results per query, some segments might
be present in multiple result lists, but get lost due to the cutoff. For this iteration
of Cineast, we therefore plan to compute matches for temporal queries already
in the retrieval engine to address this issue and improve performance.

Additionally, we are experimenting with simpler ways to enable users to ex-
press temporal dependencies while preserving the multi-modality and expressive-
ness of the current front-end, for instance by using different ways of presenting
matches for temporal queries.

4 Index Structures for Similarity Search

Already with the first shard of the V3C [21] dataset – V3C1 [2] – fitting all
relevant data into main memory on commodity hardware is challenging. vitrivr
uses Cottontail DB [3] as its database, which makes it well-positioned for future
increase in dataset size. However, as these datasets become larger, linear nearest
neighbor search (NNS) quickly becomes a bottleneck, especially in a time-critical
and competitive setting such as VBS, where every second counts.

Promising techniques for approximate NNS that we currently consider are
LSH-based methods [10], PQ [11] and the more recent ScANN [4] algorithm.
Due to the curse of dimensionality, however, accelerating NNS with such indexes
often comes at the cost of sacrificing either execution performance or accuracy.
We will therefore focus on ways to optimize the trade-off between the two, e.g.,
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Fig. 2: Concept bounding boxes can be used to inspire the user when improving
the query [5].

by combining different index structures or by progressively improving result sets,
as more accurate information becomes available after some time.

5 Towards the Explainability of Search Results

The topic of explainability has become increasingly important in recent years
for two reasons: First, understanding the inner workings of machine learning
algorithms, which are often considered to be black boxes, helps developers to
improve their systems. Second, and often overlooked, by providing information
on the retrieval process, users can improve their queries in an interactive and
iterative way, which is exactly the goal of interactive retrieval. In contrast to
relevance feedback which aims at improving results based on feedback by the
user (as done in i.e. [12]), the objective of explaining results is to help users
improve their query based on the information conveyed by the result.

Displaying explanations for different modalities from those employed by the
user during their search can also inspire them to think of new ways of modifying
their query. Especially so, if the user is stuck and does not get satisfying results
with the current modality. These visualizations can then be used interactively to
improve query formulation, for example, by performing more-like-this searches
on specific objects or proposing concepts users had previously not considered to
the query. As an example, consider fig. 2, where detected concepts are highlighted
with their bounding boxes [5,15].

vitrivr aims to explain results in two ways: First, on the level of an individual
result by showing precisely why a feature was considered a result a match, e.g.,
by showing feature visualizations And second, on a result set level by giving
users information about properties of all returned results such as co-occurring
concepts and frequently occurring textual descriptions.
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6 Conclusion

In this paper, we presented the current iteration of the vitrivr system partici-
pating at VBS 2021. Compared to previous participations, vitrivr will add im-
provements for temporal queries, provide additional index structures at database
level, and improve the overall query process and enhance the user experience by
explaining the retrieval results.
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