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Abstract

Registration is crucial for the automated analysis of shapes
and images. Its purpose is to establish point-to-point corre-
spondence between a population of shapes or images of the
same kind. Obtaining correspondence is a difficult problem
and depends profoundly on different factors that change from
dataset to dataset. A successful outcome of a registration does
depend on how much knowledge about the specific dataset can
be incorporated. There is a growing body of literature in the
field of medical image analysis and computer vision about im-
age considering registration, of which most lack a clear concept
on how to integrate prior knowledge.

In this thesis, expert knowledge is integrated by modeling
it as a Gaussian process model. We build upon the Gaussian
Process Morphable Model (GPMM) framework, whose con-
cept it is to cleanly separate the incorporation of prior knowl-
edge from the general registration algorithm. In this thesis, we
keep the general idea of the GPMM and extend its modeling
capabilities as a first main contribution. We describe how im-
portant registration concepts, such as multiple levels of details
and spatially varying deformations can be unified using kernel
modeling and how they can be applied to practical examples,
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such as the registration of faces.
The high flexibility of modeling with kernels also impacts

the second main contribution in this thesis: the low-rank ap-
proximation, where the GPMM is parameterized with a set of
basis functions. In contrast to the initially proposed solution,
our method has a known approximation accuracy and does not
rely on the customization of additional parameters. Moreover,
we present an alternative basis function for the Gaussian pro-
cess morphable models, which enable a recursive refinement of
the model approximation.

The applicability of all the proposed methods is demon-
strated with three applications: the registration of human
faces and facial expressions, the image volume registration of
the human Ulna and the modeling of pathological shapes. In
theory, as well as in practice, the contributions take the regis-
tration and fitting with Gaussian process morphable models a
big step forward.
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Chapter 1

Introduction

Quantifying and analyzing the structure of a population of
anatomical shapes is an important part of medical image anal-
ysis. We can define shape variability as what is left when we
remove rotation, translation from the shell of an object. For
specific structures, humans are generally skilled in classifying
if the shape is ordinary or if it differs from the norm. Depend-
ing on the object, however, only trained experts can analyze
a shape properly. One example is the description of the sur-
face variability of bones among humans but also across differ-
ent species. A model of the variability of anatomical shapes
can act as a prior for the robust extraction of information
from medical images corrupted with noise, for the analysis the
shape population itself and also for statistically valid recon-
structions of partial objects. The latter enables, for instance,
an automatic way to plan customized patient implants. A bet-
ter understanding of the objects variability is not only crucial
for the automation of medical image analysis tasks but also to
solve inverse problems, such as the reconstruction of the 3D
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1.1. HOW TO MODEL VARIABILITY OF ANATOMICAL
STRUCTURES?

face, color, pose and light from a 2D image.

1.1 How to Model Variability of Anatom-
ical Structures?

In general, we can speak of two approaches on how to under-
stand and model the variability of shape. A first approach is to
study the variability of an anatomy by recreating the process
of how the anatomy developed in the first place. The better
we understand the underlying process, the more accurate the
simulation will be. If the underlying process is completely un-
derstood, we can simulate new shape samples from the same
distribution. This approach, however, is most of the time too
complex to completely model all the factors that influence the
variability of a particular anatomical structure. In an ideal
case, however, we would understand all parameters that influ-
ence the variability of a given anatomy, which would allow us
to thoroughly analyze an unknown shape of the same anatomy.
In practice, however, most of the parameters are unknown and
not wholly understood.

The reverse approach is to learn a probabilistic model of
shape variability with the use of training examples. The goal
is to estimate a probabilistic distribution, where its random
outcome is valid shapes of the same population. For building
a stochastic model of the shape variability, a specific location
on all objects must have a semantically meaningful connec-
tion. This means that every individual point should describe
the same location with the same meaning on every object. If
this condition is met, a classical PCA-based statistical shape
model (SSM) can be built, where a shape is represented using
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CHAPTER 1. INTRODUCTION

the principal components, estimated from the training data.
Popular examples of in medical image analysis are atlas (or
template) matching approaches [Iglesias and Sabuncu, 2015;
Cuadra et al., 2015; Rueckert et al., 2001], or statistical shape
and appearance models [Heimann et al., 2009; Blanz and Vet-
ter, 1999b; Cootes et al., 1999].

1.2 How to Find Correspondence?

The learning of a model from examples requires an important
step, the registration. The goal of the registration is to assign
every point on the reference object a semantically meaningful
corresponding point on the target objects. Establishing corre-
spondence with registration originates from the idea that an
object of the same anatomy can be explained using any other
object of the same class perturbed with a deformation. We can
observe this well in Figure 1.1, which is illustrated in [Thomp-
son et al., 1942], where the variability of faces are explained
as transforming one of the examples.

The main idea behind registration is that any object ΓT ⊂
Rd to be analyzed can be written with respect to a reference
object ΓR ⊂ Rd which is transformed by a suitable deformation
u? : ΓR → Rd.

For given image or surface representations ΓR and ΓT , we
are interested in finding the corresponding deformation field u?

that transforms ΓR such that it matches ΓT . So if we choose
a reference template x, we can represent ΓT the following:

ΓT = {x+ u?(x) : x ∈ ΓR}.

Registration has the task to find the best possible and most

3



1.2. HOW TO FIND CORRESPONDENCE?

Figure 1.1: Albrecht Dürer proposes to describe the variability
of the face using transformations of a reference template. The
illustration was drawn by Albrecht Dürer and referenced in
the book [Thompson et al., 1942].

probable explanation u? in the space of transformations to
transform the reference template such that it matches the tar-
get object. Finding these transformations in an automated
way is generally a hard task. The problem is not convex and
can contain many local optima. The target shapes are of-
ten corrupted by noise, incomplete or occluded, which creates
places where no point-to-point correspondence exist. A suc-
cessful registration is not only robust to the mentioned prob-
lems but also flexible enough to match shape details locally.
Depending on the dataset or object class, these problems differ
widely. Therefore, many algorithms with different properties,
different deformation models and additional constraints have
been built. Sotiras. et.al [Sotiras et al., 2013] have published
a good overview of the different algorithms.

4



CHAPTER 1. INTRODUCTION

1.3 Gaussian Process Morphable Models
for Registration

The crucial question when adopting a registration for a specific
dataset is how to model a family of possible deformations u,
which contains a good approximation of u?. The more we know
about a structure, the better we can classify patterns concern-
ing the learned structures. For this reason, many different
attempts of registration algorithms with different heuristics
and deformation models exist, such as the ones mentioned in
[Sotiras et al., 2013]. In this thesis, we build upon and expand
the Gaussian process morphable models (GPMM) for regis-
tration, which were introduced by Lüthi et al. [Lüthi et al.,
2017b]. In principle, the GPMM framework models the space
of deformations as a Gaussian process, where the deforma-
tion can be changed by defining a covariance function. The
GPMM assigns a probability to all deformations, and the reg-
istration has the task to find the most probable deformation
u?, given the target shape. The deformations are modeled as
a Gaussian process GP(µ, k) with mean function µ : Ω → Rd
and covariance (or kernel) function k : Ω × Ω → Rd×d [Lüthi
et al., 2017b], see Figure 1.2 for a visual overview.

The adaptivity to different object classes corresponds to
the customized choice of the covariance function of the GPMM
and it becomes easy to combine characteristics of the individ-
ual models or to incorporate additional prior knowledge by, for
example, enforcing mirror symmetries [Lüthi et al., 2017a] or
landmark constraints [Lüthi et al., 2011]. The key aspect of the
method in [Lüthi et al., 2017b] is that it allows modeling the
expected deformations for individual registration tasks, which
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1.3. GAUSSIAN PROCESS MORPHABLE MODELS FOR
REGISTRATION

Figure 1.2: An overview of the Gaussian process morphable
models. On top, the different colors are explained, whereas red
always denotes the reference, the black arrows a deformation,
and the blue object is the deformed reference. On the bottom
left we can see how a Gaussian process morphable model is
defined on a surface in 2D. Also, it is possible to define a
GPMM on the full image grid, which can be seen in the middle.
As a final example, we see a sample of a deformed 3D sphere
with a GPMM defined in 3D on a surface.(Published in [Dölz
et al.])
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CHAPTER 1. INTRODUCTION

makes it easy to tailor the problem to a specific dataset. This
approach allows for modeling with a range of different defor-
mation models, allows for combinations. This flexibility allows
to build up complex deformation priors, which cope with dif-
ferent dataset specific problems. The registration of a new
dataset is generally done in three steps:

1. Prior Model Building: Define a family of deforma-
tions u using a Gaussian process GP(µ, k) with a kernel
function k. The model can be customized by combining
kernel building blocks with different properties to match
the expected family of deformation functions for a given
registration task.

2. Model Approximation: The family of deformations u
generated by a Gaussian process GP(µ, k), i.e., the fam-
ily of deformations u can approximatively be described
as

u(x) ≈ ũ(x) = µ(x) +
M∑
i=1

αi
√
λiφi(x), αi ∼ N (0, 1).

The corresponding pairs (λi, φi) are given as eigenpairs
corresponding to the M largest eigenvalues of an integral
operator associated to the covariance function k.

Using this representation, any deformation ũ is given as a
linear combination of the eigenfunctions and parametrized
by finitely many parameters α =

[
α1, . . . , αM

]
:

ũM (α, x) = µ(x) +

M∑
i=1

αi
√
λiφi(x).
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1.3. GAUSSIAN PROCESS MORPHABLE MODELS FOR
REGISTRATION

3. Model Fitting / Registration: The parameterized
model uM (α, ·) is used to find the parameters α to match
the deformed reference ΓR to a given target ΓT .

The GPMM framework does unify two concepts: On the
one hand, it extends the original PCA-based point distribu-
tion models by adding more flexibility than a statistical shape
model. On the other hand, it includes the concept to model
prior distributions for surface and image registrations. The
flexibility of modeling with kernels allows to combine and unify
a large number of different deformation models, which can be
found in registration literature. Close to the GPMM work
is the work by Grenander and Miller, where Gaussian pro-
cesses are used as priors for registration [Grenander and Miller,
1998a]. In the works by Grenander and Miller, however, the
basis functions that span the model space of the Gaussian pro-
cess need to be analytically defined, which drastically reduces
the choice of kernel components. All our work to expand the
GPMM framework still allows for arbitrary combinations of
kernels, which enhances the modeling flexibility a lot. Besides
the work by Grenander and Miller, further usages of Gaussian
processes in relation to registration are used. Wang and Staib
[2000] proposed to use a Gaussian process to expand the flex-
ibility of statistical shape models. The method requires that
the full covariance matrix to be spanned, which is only feasi-
ble for small problems. With the GPMM framework, the basis
functions are not defined analytically and the choice of kernels
to model the deformation prior is not limited. This thesis is
about both sides of the GPMM framework, which we call the
modeling and the approximation side:

1. The modeling side, where kernels are composed to-

8



CHAPTER 1. INTRODUCTION

gether to define a prior distribution of transformations
for the GPMM fitting. As a precondition for the GPMM
framework, it is especially important that any function
that can be expressed as a kernel is a valid model for the
GPMM registration, without any further restrictions.
This enables modeling of global, but also local corre-
lations, even in a non-stationary way.

2. The approximation side of the GPMM, where the
defined model is approximated with a finite amount of
parameters to achieve numerical tractability. The mod-
eling process using GPMMs is always continuous. It can
be seen as an infinite dimensional multi-variate Gaus-
sian distribution defined at every point in space. This
has the advantage that it is invariant to the type of do-
main, such as images or surface meshes. An important
step after the modeling process is the approximation of
the GPMM. In this step, the space of transformations
is parameterized with a limited set of parameters such
that the predefined model is approximated as close as
possible. The kind of model that has been defined, has
an impact on the approximation side. Since no further
assumptions are taken, we have to deal with global but
also local correlations, which have an influence on how
many parameters are needed to approximate the model
accurately.

The GPMM model framework provides the possibility to
analytically model a prior deformation model for the regis-
tration. If information about the kernel structure would be
known in advance, the approximation of the GPMM would

9



1.4. CONTRIBUTION

be easier. For specific kernels and parameters, for instance,
we can expect a sparse covariance matrix. For the GPMM
framework to be practical, however, no other restrictions than
the definition of a covariance function should be made on the
deformation prior. This enables more flexible modeling, which
can be global and local at the same time. Also, it does not
require insight knowledge for the user on how to build the
kernel.

1.4 Contribution

In this thesis, we expand the principles of the GPMM frame-
work on both mentioned sides: the modeling and the approx-
imation side. On the modeling side, we propose a way how to
model complex deformation priors on multiple levels of detail.
Also, we present a method how to embed non-stationary local
and global regions into the prior and show how these principles
can be applied in practice. The proposed modeling methods
do not only improve the registration robustness of the GPMM
models, but also allow to create models that are tied more
specifically to the given problem. Also, we will show that a
specific modeling of local and global regions on multiple scales
affect the compactness of the prior model, we need to approxi-
mate. If local correlations are only expected at specific places,
this model can be approximated with fewer parameters, which
leads us to the second main contribution, the approximation.

On the approximation side we show how to automatically
evaluate how well a kernel can be approximated, which means
that a user can use the approximation as a black-box by just
providing an accuracy threshold. Correlations with a short

10



CHAPTER 1. INTRODUCTION

length-scale are more difficult to model because small indepen-
dent components lead to huge parametric models. Therefore
we propose a novel way to approximate GPMMs with a con-
trolled approximation error given the composed kernel. The
method iteratively selects the ideal basis functions and has the
option to refine. Unlike the initially proposed solution, the
approximation method allows parameterizing models without
choosing any more parameters than the desired accuracy. The
thesis is divided into two main parts, which explain the indi-
vidual main contribution, and a section, where two medical
experiments are shown.

Both major contributions have a big impact on the origi-
nally proposed Gaussian morphable model framework. First of
all, we improve its strength by improving its modeling capabil-
ities with multiple detail levels, spatially-varying kernels and
its application for registration. The GPMM framework wants
to separate the incorporation of prior knowledge cleanly from
the registration algorithm itself. We show that this still holds,
even for complex tasks, such as face registration. The second
major contribution not only improves the GPMM framework
theoretically by providing a sound approximation method, it
can now be used in a completely general way without any addi-
tional parameters. The user of the framework now gets direct
feedback about how accurate his model can be represented,
which is very important in practice.

In this thesis, we present the following contributions:

On the modeling side:

• Local and global modeling using B-spline ker-
nels: Global models are important to regularize struc-

11



1.4. CONTRIBUTION

tures over the whole object. The modeling of globally
correlated deformations is important for the robustness
against outliers and occlusions. Local kernels with small
length-scale, however, are important to match details in
the target shape, but also impact the complexity of the
approximated model. We show how a combination of
global and local kernels can be modeled with a multi-
scale B-spline kernel.

• Non-stationary multi-scale kernels: For the reason
of registration robustness during optimization and to re-
duce model complexity we show how to vary kernels on
different scale levels spatially. We show how to formulate
these models and discuss its applications.

We have published these findings in [Gerig et al., 2018].
On the approximation side:

• Error controlled approximation for GPMMs: Un-
like the original approach for model approximation in
GPMMs, we propose a method where the approxima-
tion error to the true GPMM can be controlled. We
show the method’s impact on building models, as well
as the influence spatially varying kernels on model ap-
proximation.

• Greedy and refinable GPMM Approximation: Based
on the pivoted Cholesky method, we propose a novel
basis for approximating GPMMs. Unlike the initially
proposed basis, the model can be recursively refined by
adding additional basis functions, without a recomputa-
tion step.

12



CHAPTER 1. INTRODUCTION

The results of this chapter are published in [Dölz et al.]1.
On the application side:

• A morphable face model with GPMM: With the
application of building a complete morphable face model,
we show how modeling with kernels can be applied to a
challenging dataset. The complete pipeline is released as
open-source software and the In this context, we com-
bine multi-scale kernels, non-stationary kernels, symme-
try, and statistical shape model kernels to build a defor-
mation prior for face registration.

• Modeling pathology: Using the example of a patient
skull with an overbite, we show how to model locality
non-stationary to register pathological shape examples.
The results have been published in the book chapter
[Lüthi et al., 2017a].

1.5 Organization

This thesis is organized the following: After a related work
and the background section, we first explain how to use ker-
nel methods together with Gaussian Process Morphable Mod-
els to create models with spatially-varying multi-scale kernels.
All the advanced modeling methods are accompanied by the
practical example of the registration and fitting of a human 3D
face model. In the second part of the thesis, we explain how to
ideally approximate the local models from the first part of the
thesis, how to control the approximation error and also how to
refine an existing approximation. In the last chapter, we show

1Shared first author.

13



1.5. ORGANIZATION

the applicability of the proposed methods in two medical ap-
plications, the volume registration of the human Ulna, and an
example of how to model pathologies with a non-stationary
kernel. Finally, we will talk about future work, which is based
on the contributions of this thesis, describe the related work
and conclude in the last chapter.

14



Chapter 2

Background

The concepts that are presented in this thesis are based on
the ideas of Gaussian process morphable models, which are
introduced by [Lüthi et al., 2017b] and further described in
[Lüthi et al., 2017a]. In this chapter, we will introduce the
GPMM method at its original state and relate the concepts
to other methods in the field. In principle, the formulation
of GPMM contains three main advantages: i) The continuous
formulation of the modeling is invariant to the domain modal-
ity, such as mesh shape or image. ii) The kernel grammar
and the availability of several basis kernels allow for flexible
modeling of the GPMM prior and iii) Further information,
such as landmarks and uncertainty can be integrated easily to
customize the registration to a specific dataset further. The
GPMM framework can be seen as a generalization of classical
PCA-based statistical shape models. To elaborate on the con-
cepts and formulations of GPMMs in detail, we will start by
revisiting the classical statistical shape models. Since the bor-
ders between classical PCA-based statistical shape models and

15



2.1. CLASSICAL STATISTICAL SHAPE MODELS

GPMMs are blurred, we introduce two terms to distinguish.
We talk about model fitting, when the prior distribution is
wholly or partly learned from training examples, and about
the term registration when no training data is involved.

2.1 Classical statistical shape models

To explain the Gaussian process morphable model framework,
we first have to introduce the original PCA-based statistical
shape models, which learn the space of all possible shape de-
formations from a set of example surfaces {Γ1, . . . ,Γn}. Each
shape Γi is represented as a discrete set of points, i.e.

Γi = {xik |xk ∈ R3, k = 1, . . . , N},

where N is the number of points, which is typically a dense
set of points, distributed over the surface, or directly the ver-
tices of the shape. It is crucial that these points are in corre-
spondence among all the examples, which means that the k-th
landmark xik and xjk of two examples Γi and Γj represent the
same anatomical point of the shape. This correspondence is
either defined manually or is determined automatically using
a registration algorithm.

We can build the model by formulating Γi as a vector ~si ∈
R3N , where all the components x, y, z− are stacked into a large
vector:

~si = (xi1x, x
i
1y, x

i
1z, . . . , x

i
Nx, x

i
Ny, x

i
Nz).

This representation enables to compute multivariate statis-
tics to approximate a probability distribution over the sur-
faces. Usually, it is assumed that the shape variations can be
modeled using a normal distribution.

16



CHAPTER 2. BACKGROUND

~s ∼ N (~µ,Σ)

with a mean µ and covariance matrix Σ, which are estimated
from the examples:

~µ = s :=
1

n

n∑
i=1

~si (2.1)

Σ = S :=
1

n− 1

n∑
i=1

(~si − s)(~si − s)T . (2.2)

Σ cannot be represented explicitly since the number of
points N is usually large. The problem

The examples are then transformed into a efficient para-
metric representation using Principal Component Analysis (PCA)
[Jolliffe, 2002]. In its probabilistic interpretation, PCA leads
to a model of the form

~s = s+

n∑
i=1

αi
√
di~vi (2.3)

where (~vi, di), i = 1, . . . , n, are the eigenvectors and eigenval-
ues of the covariance matrix Σ. Assuming that αi ∼ N (0, 1)
in (2.3), we have a normal distribution ~s ∼ N (s, S). One dis-
advantage of using statistical shape models is their limitation
of flexibility to the deformation space, which is spanned by
the examples. In the next part, we describe a concept that
generalizes the concept of the statistical shape models.
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2.2. GAUSSIAN PROCESS MORPHABLE MODELS

2.2 Gaussian process morphable models

In the literature of PCA-based statistical shape models, typi-
cally it is the variation of the landmark points that are mod-
eled. There is, however, an alternative interpretation of Equa-
tion 2.3, which describes the same variability as a deformation
model ~φ =

∑n
i=1 αi

√
di~vi ∼ N (0, S), which deforms a tem-

plate shape s. Lüthi et al. [2017b] introduce a generalization
of the PCA-based statistical shape models, the Gaussian pro-
cess morphable models (GPMM). In the GPMM framework,
deformations are modeled as a Gaussian process GP(µ, k) with
a mean µ and a kernel k. Gaussian processes are continuously
defined a probability distribution over functions. The func-
tions represent the individual deformations, and the probabil-
ity distribution tells how likely a specific deformation is. The
GPMM framework can be applied to different domains, such
as 2D and 3D surfaces or images. An overview of the GPMM
deformation model is illustrated in Figure 1.2.

Let ΓR ⊂ R3 be a an example reference shape and define
Ω ⊂ R3 as its domain, such that ΓR ⊆ Ω is part of the domain.
We define a deformation u that is modeled as a Gaussian pro-
cess u ∈ GP(µ, k) with a mean function µ : Ω → R3 and
covariance function k : Ω × Ω → R3×3. We can sample from
the distribution and receive û, which then creates a new shape
by warping the reference shape ΓR:

Γ = {x+ û(x) |x ∈ ΓR}.

We can bring the GPMM into a similar representation as
the PCA representation of the statistical shape model (see
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Equation 2.3) by represent the Gaussian process in terms of a
set of basis functions {φi}∞i=1

u(x) ∼ µ(x) +
∞∑
i=1

αi
√
λiφi(x), αi ∈ N (0, 1), (2.4)

where (λi, φi) are the eigenvalue/eigenfunction pairs of the in-
tegral operator

Tkf(·) :=

∫
Ω
k(x, ·)f(x) dρ(x), (2.5)

where ρ(x) denotes a measure. The representation that has
been proposed in [Lüthi et al., 2017b] is known as the Karhunen-
Loève expansion of the Gaussian process. Depending on how
the kernel k is defined it is possible to approximate the process
using the first r components only:

ũ(x) ∼ µ(x) +
r∑
i=1

αi
√
λiφi(x). (2.6)

The expected error of this approximation is given by the tail
sum So

∞∑
i=r+1

λi. (2.7)

The model, which results from the low-rank approximation
is finite dimensional and parametric and has the same struc-
ture as the standard statistical shape model. The critical dif-
ference is that there is no restriction to choose k as a sample
covariance matrix. Any covariance function that is positive
definite can be used. This enables to model not only using
the statistics from example data but also to define covariance
functions analytically.
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2.2.1 Nyström Method

One important problem is how to compute a low-rank ap-
proximation of the analytically defined model. An analytical
solution only exists for some specific kernels. For most other
composition and kernels, the low-rank approximation needs to
be computed numerically. The method, which is used in the
original paper [Lüthi et al., 2017b], is the Nyström method
[Rasmussen and Williams, 2006]. To compute the truncated
Karhunen-Loève-expansion (2.6) for an approximate GPMM
model, the eigenpairs of the integral operator (2.5) have to be
computed, which means that the continuous eigenvalue prob-
lem (

Tkφm
)
(x) = λmφm(x) (2.8)

has to be solved, where Tk is the integral operator (2.5) given
by the covariance function.

To numerically solve this eigenvalue problem, the problem
needs to be transformed into a finite dimensional problem

Cφm,N = λm,Nφm,N (2.9)

with φm,N ∈ RN and C ∈ RN×N as the covariance matrix
spanned by all points, where the GPMM should be discretized.
Since the amount of points is usually very large for complex
surfaces and even larger for image volumes, this problem is
infeasible to solve directly. The Nyström method circumvents
this problem by only approximating a randomly sampled sub-
set of points. With this method, only this subset is needed
to approximate the solution of the full problem 2.9. We draw
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random samples x1, . . . , xN according to ρ, and approximate∫
Ω
k(·, x)f(x) dρ(x) ≈ 1

N

N∑
i=1

k(·, xi)f(xi), (2.10)

We can represent a similar problem by evaluating Equa-
tion at the sampled points. We can create another finite di-
mensional eigenvalue problem

CNystrφm,N = Nλmφm,N (2.11)

with the matrix

CNystr =
[
k(xi, xj)

]N
i,j=1

and the point values(
φm,N

)
i
≈ φm(xi), i = 1, . . . , N.

When we combine (2.5), (2.8) and (2.2.1), the eigenfunctions
can then be evaluated at any given point by

φm(x) ≈ λ−1
m,N

N∑
i=1

k(x, xi)
(
φm,N

)
i
. (2.12)

This approximation works well in general, but it also con-
tains its flaws. Although [Rosasco et al., 2010] showed that the
accuracy of the approximation increases with the number of
sample points, an accurate approximation error is not provided
with this approximation method. A further disadvantage is a
reliability on the random point samples to compute the small
covariance matrix. To approximate a GP (µ, k) more precisely
without any knowledge about k, a denser sampling of points is
needed, which immediately scales up the eigenvalue problem
of 2.11, even if most regions of a non-stationary kernel would
not require a dense sampling.
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2.2.2 Modeling deformations with k

The advantage of GPMM models over PCA-based statistical
shape models is that kernel functions can also be defined ana-
lytically, which means that we can define GPMM models when
no example is at hand. As a reference template we typically
choose an average shape of the class we want to model and let
the mean deformation be zero

µ(x) = (0, 0, 0)T .

A very typical assumption, if no additional prior knowledge
exists, is that the covariance functions should enforce smooth
deformations. One common covariance function, which is often
used, is the scalar-valued Gaussian kernel, which is defined by

g(x, x′) = exp(−‖x− x′‖2/σ2),

where σ2 defines the correlation length, namely how far or
close the points x and x′ are correlated. The larger we choose
the value of σ, the more smoothly varying the deformations
are, which means that more points are forced to move together
and act less individual.

We model deformations with a scalar-valued kernel by defin-
ing a matrix valued Gaussian kernel as

k(x, x′) = a · diag(g) := s

 g(x, x′) 0 0
0 g(x, x′) 0
0 0 g(x, x′)

 .

The diagonal structure of the 3×3 matrix means that the x, y, z
component of the modeled vector field are independent, which
is usually kept for all the GPMM models. The parameter
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a ∈ R determines the variance or scale of a deformation vector.
If the scale is high, long deformations are expected. Instead
of the Gaussian kernel, any other positive definite covariance
function can be used the same way.

2.2.3 Learning deformations from data

Similar to classical statistical shape models, we can learn the
mean and covariance structure of the models from example
data. Let {Γ1, . . . ,Γn} be the example surfaces and {u1, . . . , un}, ui :
ΓR → Rd denote the corresponding deformation fields, which
establish correspondence between the reference ΓR and the re-
spective surface, i.e.

Γi = {x|x+ u(x), x ∈ ΓR}.

We can now define the mean at every point x as the sample
mean

µSSM(x) =
1

n

n∑
i=1

ui(x) (2.13)

and covariance function at the points x and x′ by the sample
covariance

kSSM(x, x′) =
1

n− 1

n∑
i=1

(ui(x)−µSSM(x))(ui(x
′)−µSSM(x′))T .

(2.14)
We refer to this kernel kSSM as the sample covariance kernel
or empirical kernel.
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2.2.4 Comparison of GPPM to the General Ma-
chine Learning Setting

In the geo-statistical and especially the machine learning com-
munity the concept of Gaussian processes are well known since
their introduction of [Rasmussen and Williams, 2006]. Even
if the general concepts are the same, there is a crucial differ-
ence in how they are applied in the GPMM framework. In
the supervised learning setting we usually have a set of train-
ing points x = {xi |xi, i = 1, . . . , N} and their corresponding
labels y = {yi | yi, i = 1, . . . , N}. The goal is then to find
a function that predicts the label y∗ for a testing input x∗.
Unlike the supervised learning setting, where the data is in
correspondence, the GPMM framework does not have corre-
sponding labels. The GPMM framework makes use of the
prior distribution, induced by the kernel k, to infer the most
probable corresponding for every point on the reference tem-
plate. Having the correct corresponding labels means that we
can consider the registration problem as solved.

Even if most points have no corresponding label in the
GPMM setting, often a sparse set of landmark points exist. In
this case, the supervised learning setting can be applied one-
to-one, and the resulting posterior distribution can be used as
the GPMM model for registration. In [Lüthi et al., 2017b], it is
described how to use a set of corresponding known landmarks
to estimate a posterior distribution.

2.3 Registration with GPMM

After the prior GPMM is approximated, it can be turned into
a registration algorithm. Therefore, we have to define a refer-
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ence image or 3D surface ΓR and a target dataset ΓT . We also
have to define a distance measure D between the objects. In
the surface registration setting, the distance function is often
defined as the distance between a point on the perturbed refer-
ence and its corresponding closest point on the target surface
[Lüthi et al., 2017b]. Together with the distance measure, we
can formulate the registration problem as

arg min
u∈FK

D[ΓR,ΓT , u] + η‖u‖2K , (2.15)

where ‖·‖K denotes the norm of the kernel functions’s repro-
ducing Hilbert space FK and η is a regularization parameter.
Replacing u(x) by its low-rank approximation ũ(x) from (2.6),
we can restate the problem in the parametric form

arg min
α1,...,αM

D
[
ΓR,ΓT , µ(x) +

M∑
i=1

αi
√
λiφi(x)

]
+ η

M∑
i=1

α2
i , (2.16)

which can be optimized with common methods, such as gra-
dient descent. Alternative methods, such as the probabilistic
optimization with MCMC have been investigated in [Morel-
Forster, 2017]. D is usually defined as the error between the
current point xi+u(xi) and its closest counterpart CPΓT

(xi+
u(xi)):

DΓT ,ΓR
(xi, u) = ρ(CPΓT

(xi + u(xi))− (xi + u(xi)))). (2.17)

with ρ as a loss function and CPΓT
(x) as the closest point

on surface ΓT to x:

CPΓT
(x) = min

xt∈ΓT

‖x− xt‖2. (2.18)
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2.3. REGISTRATION WITH GPMM

The regularization parameter η provides control over how
much the GPMM model prior is enforced for the registration.
In practice, several iterations with a decreasing regularization
parameter lead to better results. An example of this proce-
dure will be shown in the application of face registration in
Chapter 3.
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Chapter 3

Non-Stationary and Multi-
Scale Modeling for GPMM
Registration

3.1 Introduction

In this chapter, we discuss how multi-scale kernel modeling
techniques are important for the registration and model fitting
in the Gaussian process framework. The different topics will
be accompanied by practical examples of face and skull mod-
eling. For the registration of most object classes, multi-scale
deformations are important for the following reasons: Most
shape objects contain variabilities on multiple scales. To dis-
tinguish a human face, for example, coarse variabilities, such
as the head size and the position of the eyes are important.
On the other hand, fine details, such as the shape of the eyes,
nose, and eyelids are also important characteristics of a face.
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When we compute the correspondence, both levels of detail
need to be considered. An equally important aspect of multi-
scale modeling is robustness against outliers and occlusions.
The different datasets usually come in very different qualities,
different types of outliers and noise. In the GPMM framework,
the registration can be adapted to this individual conditions
by modeling a prior over the deformation fields. In this chap-
ter, we show how modeling local and global kernels can be
used to create prior models, which are robust to outliers, but
at the same time flexible enough to fit local details. We a so-
lution to create multi-scale and non-stationary prior models,
in which it can be controlled, where a detail-level is active or
not. Multi-scale and non-stationary kernels have the following
advantages for Gaussian process Morphable Models:

• Global and local precision: The GPMM prior can
model correlations that are coarse, but at the same time
match small local details, which are independent on a
global length-scale.

• Model robustness: Non-stationary kernels on different
scales allow defining regions, where only coarse, global
deformations are expected, but also to predefine regions,
where kernels with small length-scale (finer details) are
expected.

• Model flexibility: Non-stationary local kernels can in-
crease flexibility at specifically controlled regions, where
fine details are important.

• Regularization: After approximation, the GPMM frame-
work is implicitly able to register with a coarse to fine
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approach, whereas the amount of basis functions to use
is restricted at the beginning. We explain how this can
be used as a coarse to fine registration approach.

We showcase the applicability of this method using the ex-
ample on how to model faces. We have published the results
of this chapter in [Gerig et al., 2018]. Many datasets contain
examples that are corrupted by noise, have occlusions of ad-
ditional objects and can be incomplete. These artifacts are
often consistent over the dataset and can be treated by mod-
eling a GPMM prior beforehand. We present a way how to
model global and local deformations, which depend on their
location, to spatially increase or damp the model flexibility.

3.2 Modeling with Kernels

The deformation prior of the GPMM framework is defined by
a kernel k of the Gaussian process. A strength of modeling
with kernels is that certain combination of kernels can again
be used as a valid kernel function. From a mathematical point
of view, the only requirement, which is needed to define a valid
Gaussian process is that the covariance function is a positive
semi-definite kernel [Rasmussen and Williams, 2006]. The fol-
lowing rules can be used to construct kernels that have this
property [Shawe-Taylor and Cristianini, 2004; Micchelli and
Pontil, 2005]:

Theorem 1. Let g, h : Ω× Ω→ R be two symmetric positive
semi-definite kernels and f : Ω → R an arbitrary function.
Then the following rules can be used to generate new positive
semi-definite kernels:
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1. k(x, x′) = g(x, x′) + h(x, x′)

2. k(x, x′) = αg(x, x′), α ∈ R+

3. k(x, x′) = g(x, x′)h(x, x′)

4. k(x, x′) = f(x)f(x′)

5. BTh(x, x′)B, B ∈ Rr×n

6. k(x, x′) = k3(φ(x), φ(x′))
k3 : Rn × Rn → R, φ : Ω→ Rn

We show in this chapter how to compose kernels to create
multi-scale and non-stationary deformation models. We pro-
pose the usage of the multi-scale B-spline kernel, which has
the property to be refineable and has compact support [Opfer,
2006]. Together with the individual description of the ker-
nels, we show how to apply them in practice by modeling a
deformation prior for face registration.

3.3 Multi-Scale B-splines as GPMM Prior

In the background chapter, we have seen how to use a Gaus-
sian kernel to build a GPMM prior. In combination with a
set of kernel rules (see 3.2), a multi-scale kernel can be cre-
ated by a simple sum of Gaussian kernels with different scale
and variance. This formulation, however, has disadvantages:
The different length-scale parameters need to be chosen for
every level, which needs to be done heuristically. In the work
of [Opfer, 2006], the theory has been developed to construct
a new class of kernels as multi-scale superpositions of shifts
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and scales of a single compactly support function, such as a
B-spline. The idea is to construct a positive definite kernel
kj(x, x

′) : Rd × Rd → R. Each level of length-scale we can
formulate as

kj(x, x
′) =

∑
k∈Zd

ψ
(
2jx− k

)
ψ
(
2jx′ − k

)
(3.1)

with ψ as a compactly supported and refinable function.
A lower scale j results in more smooth deformations, while it
gets more and more local by increasing j. ψ is defined as a
B-spline with support b and a d dimensional input as

ψ(x) =
∏
d

bb(xd) (3.2)

whereas a B-spline with order 3 is defined as:

b3 =


x3

2 if 0 ≤ x ≤ 1
(−2x2+6x−3)

2 if 1 ≤ x ≤ 2
3−x2

2 if 2 ≤ x ≤ 3

(3.3)

Afterwards we create a matrix-valued multi-scale kernel
(see 2.2.2) as

kBSp[j, j](x, x′) = I3x3

j∑
j=j

λjkj(x, x
′) (3.4)

to define a GPM deformation model for a three-dimensional
domain with a lower level j and an upper level j.

The value λ is the scale per level and thus defines the size
of the deformation. It is mainly chosen such that coarse scale
levels have largely sized deformations, whereas it decreases
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when refining the scale level. The reason for modeling λ in a
decreasing manner is that coarse scale deformations, such as
the size of a human head need a larger deformation size than
a shape detail, such as the eye. To experience the effect of
the multi-scale modeling, we apply this GPMM to register a
human face. To show the effect of the multiple scale levels, we
apply for a standard registration as described in Section 2.3
using GPM models, which are built from different levels of
scale. We define the model Level 1 with one single scale as
u1

1 ∼ GP (µ, kBSp[1, 1]). And a model Level 1 to 4 as u4
1 ∼

GP (µ, kBSp[1, 4]), whereas the model combines the scale levels
1 to 4 from coarse to fine.

The effect of an increased level of detail is shown in Fig-
ure 3.1, where registrations with different scale levels are visu-
alized. All scale layers combined with the fully detailed regis-
tration result are shown next to the target shape in blue. The
increasing level of scale from Level 1 until Level 4 is shown for
comparison. While in Level 1 and Level 1 to 2 coarse details
are globally adapted, skin details and eye shape are adapted
by adding the more fine-structured kernels (Level 4 ).

3.4 Non-Stationarity with Changepoint-
Functions

The previous definition of the multi-scale kernel creates GPM
models that are everywhere with the same variability. Coarse
structures, as well as fine structures, are modeled the same
at every point. This, however, has can have disadvantages on
two sides: First, if we allow kernels with short length-scales at
places where a lot of noise and outliers are expected, leads to
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Figure 3.1: Multi-scale registration example. On the left, the
registration results with different levels of details are shown.
Shape Level 1 is the result of the registration simply with the
lowest scale. Level 1 to 4 lead to a more detailed registration
and finer structures. The changes in Level 1 to Level 2 are of
coarse nature and represent head shape and coarse position-
ing of nose and eyes. In Level 3 to Level 4, fine deformation
changes, such as folds, eye and nose shape are visible. On the
right side, the full registration result (all scales) in comparison
to the target shape in blue is visualized.(Published in [Gerig
et al., 2018])
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an over-fitting of the GPMM. It would be an advantage to de-
activate kernels with fine details at uncertain regions. Second,
kernels with a short length-scale require a lot more parame-
ters to approximate. This is because such a model consists of
many independent regions, which need to be represented with
separate parameters. Therefore, deactivating certain scales in
predefined regions can also lead to more compactly approxi-
mated models.

To control a kernel depending on the region, we can apply
the third and the fourth rule in Section 3.2, whereas we define
a function a(x) that depends on the region and goes from
0.0 (inactive) to 1.0 (active). We define the spatially-varying
kernel as

ksv[k, a](x, x′) = a(x)k(x, x′)a(x′)

where k itself is an arbitrarily chosen kernel and a(x) is the
function that only allows correlations in a defined region. We
can show the effect of this kernel using the example of mod-
eling a prior for faces. Typical face shapes, for instance, con-
tain small-scale variability around the eyes and mouth but are
rather smooth around the cheeks. Also, we typically expect
a lot of noise in the ear region and therefore we want to only
allow coarse structured deformations in this region. We have
used the change-point function concept to divide the face into
smooth regions on different scale levels. This leads to a model
with small-scale deformations around the eyes and mouth re-
gion, while the cheeks are still restricted to smooth, large-scale
deformations (see Figure 3.2: Regions).

ksv[kj , χ](x, x′) =

j∑
j=j

χj(x)χj(x′)kj(x, x
′) (3.5)
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Figure 3.2: Comparison of a spatially-varying multi-scale ker-
nel (top) and a kernel without spatially-varying scales (bot-
tom). The region map indicates where the scale levels are
active. The red area restricts the kernel to the lowest defor-
mation level, which results in coarse scale deformations around
the ears. The yellow region around the cheeks allows more lev-
els than red, which yields more details. From green to blue the
amount of levels and the details increase, which is especially
visible around the eyes. For comparison we show samples of a
kernel without spatially varying, where all deformation scales
are present over the whole domain (Published in [Gerig et al.,
2018]).
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where χj : ΓR → [0, 1] are smooth indicator functions that
determine if the kernel is active (i.e. χj(x) = 1) at location x
for level j and kj(x, x

′) is a single scale B-spline kernel defined
as in (3.1). The easiest way to see the effect of a spatially
varying function is to draw random samples from a GPMM
with and a GPMM without a spatially-varying kernel. In Fig-
ure 3.2, random samples of a GPMM with a spatially-varying
kernel is shown in comparison to random samples from a model
with a standard multi-scale kernel. The spatially varying effect
on random samples of the Gaussian process is visible, espe-
cially in the ear region, where it is smooth and the eye region,
where small-scale flexibility is visible. A second effect of the
spatially varying model is the reduction in complexity for the
parameterization of the Gaussian process model. This effect
will be discussed in Chapter 4.

3.4.1 Modeling Non-Smooth Deformations

To this point, the whole model, which we have created is com-
pletely smooth on several levels of details. Facial expressions,
however, cannot be modeled with a smooth kernel alone be-
cause of the opening and closing of the mouth. A detailed ex-
planation is that a smooth deformation would encourage two
close points in a transformation will have the same direction.
To open the mouth of a face, however, we need to model the
opposite; namely two points need to move in opposite direc-
tions. A first approach would be to select a different reference
template, where the mouth is already opened. This would
lead to good results for most examples with opened mouth.
However, a selection of the template depending on the expres-
sion type would require the building of different GPM models

36



CHAPTER 3. NON-STATIONARY AND MULTI-SCALE
MODELING FOR GPMM REGISTRATION

Figure 3.3: Closed and open-mouth registration examples with
and without a core expression model. The top row shows
registrations to three expression examples using a reference
shape with a closed mouth. The second row shows that a
reference shape with an open mouth leads to bad results with
the neutral and sad example. The registration using the core
model yields successful results for all three examples(Published
in [Gerig et al., 2018]).
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for each template. Additionally, we would have to select the
best matching template for every registration. The second row
is Figure 3.3 visualizes the registration using an open mouth
reference. Since the selection of templates and maintaining
different models is rather impractical, we propose an alterna-
tive method of modeling such deformations, which does not
require a selection of the template in advance. We compose
to combine a statistical model of different facial expressions
with the previously defined kernel. For this, we use expression
reference templates happy, anger, disgust, fear, sadness, and
surprise as examples ui. The template meshes for this exam-
ple were computed as the average from a previously built facial
expression model. This, however, could also be prevented by
manually building the expression templates using a 3D mod-
eling software. We build the kernel according to the work in
[Gerig et al., 2018]:

µsm(x) =
1

n

n∑
i=1

ui(x) (3.6)

and covariance function

ksm(x, x′) =
1

n− 1
n∑
i=1

(ui(x)− µsm(x))(ui(x
′)− µsm(x′))T .

(3.7)

To register a face without template selection, we use a
smooth basis kernel kbasis(x, x

′) in combination with the pro-
posed core model:

kns(x, x
′) = ksm(x, x′) + kbasis(x, x

′) (3.8)
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In Figure 3.3, third row, the results of a registration us-
ing kns(x, x

′) are visualized. The GPMM with the core model
kernel achieves to match all the face examples correctly accu-
rately.

3.5 Robust Registration with Outlier De-
tection

Algorithm 1 GPMM registration procedure

1: procedure Registration
2: Compute posterior model GP (µp, kp) for landmarks
3: α← 0n . (initial solution)
4: for η ← (1e− 1, 1e− 2, . . . , 1e− 5) do
5: Γ(α)← Current best fit (surface)
6: Find and discard outliers using Γ(α)
7: α←solution to (2.16) with regularization weight η
8: end for
9: end procedure

In Section 2.3 of the background chapter, we have de-
scribed in general how the GPMM registration works. We
build a GPM model GP (µ, k) as the deformation prior and
minimize (2.16). To make the registration more robust against
outliers, we propose a registration algorithm, which iteratively
changes the regularization parameter and discards outliers given
the current estimation. Changing the regularization parameter
impacts the robustness of the prior model. If the regulariza-
tion weight η is high, preferably large scale basis with coarse
deformations are used to explain the deformation. By decreas-
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ing η also the small correlations are used for registration. By
changing the regularization during registration, we can fit the
model from coarse to fine.

The steps are summarized in Algorithm 1. As a first ini-
tialization step, we include landmark points. In the beginning,
a posterior model is computed by using landmarks and Gaus-
sian process regression, as described in [Lüthi et al., 2017b].
The resulting posterior distribution assigns a low probabil-
ity to any deformation u that does not match the specified
landmarks (up to the specified uncertainty σ). The posterior
model is again a Gaussian process, and therefore can be used
instead of the original prior. The registration problem (see
Equation (2.16)) is optimized in different steps with decreas-
ing regularization weights. In each step, all the points of the
model for which the current fit is further away from the target
surface than some predefined threshold or whose closest point
is a boundary point (indicating a hole in the target surface)
are discarded for the optimization. Overall, this has the effect
that the algorithms match the model more robustly by giving
the coarse scales priority over the short length-scales.

3.6 A GPMM Prior for Face Registra-
tion

In this section, we show how to apply the composition of ker-
nels to build a complex prior for face registration. The goal is
to register a dataset of neutral faces and facial expressions to
build a new Basel face model. As the basis of the GPMM prior,
we will apply a multi-scale kernel, include stationarity for dif-
ferent regions, show how to include symmetry and finally how
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to model facial expressions. As the reference surface ΓR we
have chosen the mean shape of the Basel Face Model [Paysan
et al., 2009]. It is, therefore, a good assumption to choose the
mean deformation to be the zero function,

µ(x) = (0, 0, 0)T , x ∈ ΓR. (3.9)

We choose the multi-scale B-spline kernel as the basis of
the face model, which is discussed in Section 3.3. A multi-
scale kernel fits perfectly for face registration because global
structures, such as the position of the head, as well as local
flexibility, need to be modeled. A B-spline kernel with large
scales increases the robustness of the face model at the ear
region. Local flexibility comes from small length-scales, which
are required in the eye region. For this reason, we defined
locations on the reference template of the face to control create
non-stationary kernels on different scales. This is described
and shown in Section 3.4. We create a spatially-varying multi-
scale kernel as explained above kmssv(x, x

′) using 4 levels of
detail.

Since the face is approximately mirror symmetric, we in-
cluded a kernel that reflects these properties in the model.
Morel-Forster [2017] proposed in his thesis how to create pos-
itive definite kernels that are mirror-symmetric. Given an ar-
bitrary scalar-valued kernel function k, the authors propose
a valid matrix-valued kernel, which models mirror-symmetric
deformation fields. The kernel has been described in detail
in [Morel-Forster, 2017]. We integrate symmetry in the face
model by composing an asymmetric kernel together with a
symmetric one, which comes from the fact that faces are not
completely symmetric. In Figure 3.4 a comparison between a
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Figure 3.4: A comparison between a normal and a sym-
metrized kernel. The results of the symmetry kernel are illus-
trated on the top row. The samples illustrated in the bottom
row do not represent realistic face examples because of strong
asymmetry (Published in [Gerig et al., 2018])

normal and a symmetrizing kernel is visualized.
We define the symmetrized version of the kernel as

ksym−mssv(x, x
′) = 0.8 ksym[kmssv] + 0.2 kmssv. (3.10)

This kernel is weighted sum of the non-symmetrized and
the symmetrized version of the basis kernel. With this com-
bination, a typical face is better matched, since it is not com-
pletely symmetric. Finally we add a kernel to model the facial
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expression according to 3.4.1 and add it to the previously sym-
metrized face kernel:

kface(x, x
′) = ksm(x, x′) + ksv−mssv(x, x

′) (3.11)

3.7 Face Model Evaluation

The multi-scale GPMM registration prior, in combination with
the proposed registration procedure, is effectively robust against
the artifacts of two datasets, the Basel dataset, and the openly
available BU3D-FE dataset. Both datasets are described in
Appendix A. From both datasets we have built a statistical
shape and color model of the face and facial expressions. De-
tails on the color model-building are also described in [Gerig
et al., 2018]. In the next section, we compare the models, of
which both have been built on using the proposed GPMM prior
and registration in two ways: 1) We compare our approach to
a registration algorithm, which has been specifically tuned to
face registration [Salazar et al., 2014]. In a second experiment,
we have applied the models, which are built with the proposed
registrations to the problem of 3D-2D fitting of face images.
Using this setting, we show qualitative and quantitative re-
sults of how the registered data performs in the context of a
face model application.

3.7.1 Landmark Evaluation

To provide a measure of the registration accuracy with the
BU-3DFE database, we compare the registrations to the land-
marks, which are provided with the BU-3DFE database. We
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Face Region Dist [mm](Ours) [Salazar et al., 2014]

Left Eyebrow 4.47± 2.39 6.25± 1.84
Right Eyebrow 5.13± 2.39 6.75± 3.51

Left Eye 2.94± 1.47 3.25± 1.84
Right Eye 3.17± 1.48 3.81± 2.06

Nose 3.77± 1.18 3.96± 2.22
Mouth 3.54± 2.12 5.69± 4.45
Chin 11.19± 4.99 7.22± 4.73

Left Face 12.41± 4.98 18.48± 8.52
Right Face 10.55± 4.99 17.36± 9.17

Table 3.1: The landmarks used for the evaluation correspond
to the BU-3DFE database landmarks and are semantically
sorted as in [Salazar et al., 2014]. In this table, the average dis-
tance error between the estimated position of the registration
result and the position provided by the BU-3DFE database is
shown (the smaller, the better). The result is computed over
all the registration results of all facial expressions. The results
are compared to [Salazar et al., 2014].

44



CHAPTER 3. NON-STATIONARY AND MULTI-SCALE
MODELING FOR GPMM REGISTRATION

evaluate the average distance error by comparing the land-
marks of the registrations to the positions, which are provided
with the BU-3DFE dataset. In Table 3.1, the average distance
error per region is shown. We sorted the BU-3DFE landmarks
as described in [Salazar et al., 2014], to match their evaluation
scheme. The proposed registration shows a similar correspon-
dence as annotated in the BU-3DFE database and is on par
with the evaluation in [Salazar et al., 2014].

3.7.2 Evaluation with Inverse Rendering

The first fitting of a 3D Morphable Face Model has been pro-
posed in [Blanz and Vetter, 1999a]. The task was to estimate
all necessary parameters, which are part of the image forma-
tion process to generate an image of a human face. The full
model consists of a prior for shape, color, expression, and light,
which is then rendered as an image and compared to the ac-
tual target photo. The framework to infer the parameters
probabilistically has been proposed in [Schönborn et al., 2017]
and is based on Markov chain Monte Carlo sampling. An
implementation of this framework has been used for the fol-
lowing inverse rendering experiments, which are also published
in [Gerig et al., 2018].

We present results of the face model adaptation method
on the Multi-PIE database [Gross et al., 2010]. For the ex-
periments we used the neutral and smiling photographs of
249 individuals in the first session in four poses (0◦ camera
051, 15◦ camera 140, 30◦ camera 130, 45◦ camera 080) under
frontal illumination (illumination 16). We show the differ-
ent poses and expressions together with there fitting results
in Figure 3.5. We perform an unconstrained face recognition
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Figure 3.5: Qualitative model adaption result on the Multi-
PIE face database for the first of 249 individuals (compare
Table 3.2). The second row shows qualitative model adapta-
tion results using the new model (Published in [Gerig et al.,
2018]).

experiment over pose and expressions, see Table 3.2. The face
recognition results are competitive compared to state of the art
inverse rendering techniques. Additionally, we present quali-
tative results in a more realistic setting on the Labeled Faces
in the Wild (LFW) database [Huang et al., 2007] in Figure 3.6.
For all fitting experiments, we initialized the pose with nine
manually annotated landmarks.

3.8 Conclusion

The GPMM framework brings the ability to compose prior
models for registration. This has the specific advantage that a
customization of a registration task to a specific domain does
not involve big changes in the registration software, but only in
the model. For many domains, however, a vital modeling com-
ponent is multiple levels of detail and non-stationarity. In this
chapter, we presented different tools, which are very important
to specify a GPM model to work on a specific dataset. As the
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Figure 3.6: Qualitative model adaptation results on the LFW
database. On the left the original target image followed
by the results obtained by the different models. The new
model leads to consistently better results than the BFM-2009
and the one built on lower quality data from the BU-3DFE
dataset(Published in [Gerig et al., 2018]).
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probe 15◦ 30◦ 45◦ smile
probe id 01 140 16 01 130 16 01 080 16 02 050 16

New Model 98.8 98.0 90.0 87.6
BFM-2009 97.6 95.2 89.6 -
BU-3DFE 90.4 82.7 68.7 59.4

Table 3.2: Face Recognition results on the Multi-PIE
database. The neutral images with 0 ◦ of yaw angle build
the gallery. We present results for the probe images over dif-
ferent poses and for smile. We compare the results obtained
with the Basel Face Model vs. the original BFM-2009 and the
model built on the BU-3DFE dataset.

basis, we have proposed to use multi-scale B-spline kernels to
model different levels of details in a refine-able way. Using the
registration of a 3D face, we have shown how different details
of the face are fitted on different levels. The ability to separate
a registration into different levels of details allows for further
interesting usage, such as creating sample covariance kernels
for different levels. Also, we have shown how multi-scale ker-
nels play an important role in combination with change-point
functions. We show how to apply non-stationarity on different
levels using change-point functions. First, models get more ro-
bust because regions can be defined where fine details can be
deactivated. Second, we can allow fine details at predefined re-
gions to enable a more detailed registration. Moreover, third,
the approximated GPMMs are getting more compact because
no approximation of fine details is needed at every place.

To take advantage of a GPMM, which is modeled using the
concepts from above, we propose a registration method, which
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iteratively changes the regularization. This leads to a robust
coarse to fine registration, where outliers can be detected in
every iteration.

We have shown the applicability of the proposed concepts
by building a deformation prior of the human face and using
the registration to establish correspondence in two datasets.
We have shown that all the concepts to register a face can
be included in one single deformation model, which makes
face specific changes in the registration algorithm unnecessary.
The concepts of multi-scale, non-stationarity, symmetry and
expression model have all been proposed previously to regis-
ter faces. This work, however, unifies all these principles in
one deformation model in a clear and understandable concept
without losing any generality of the registration algorithm.

Given such a kernel k, however, one crucial question re-
mains: How to choose the basis functions to approximate the
GPMM k ideally, such that the approximation is representing
the defined model as good as possible. And secondly, what is
the remaining error between the approximation and the ana-
lytically defined model. In the second part of this thesis, we
will propose a novel method to receive an ideal approximation
of G(µ, k), to control the error of the approximation, how to
refine the approximation on the fly and finally, how to select
the basis functions to match the registration target best.
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Chapter 4

Error-Controlled Model
Approximation with New-
ton Basis

4.1 Introduction

The last chapter showed the importance of modeling local and
spatially varying deformations using GPMM models. Small
length-scales, compared to the size of the domain, however,
have a direct consequence on the approximation side of the
GPMM problem. In principle, the more local a model is de-
fined in relation to its domain, the more basis functions are
needed to represent these compactly supported independent
components. For the most optimal use of the prior knowl-
edge incorporated in covariance, C1, the family of possible

1We denote vector-valued quantities by bold-faced lower case letter,
where we denote matrix valued quantities by bold-faced capital letters.
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deformations (basis functions) u must be approximated as
well as possible by the truncated Karhunen-Loève- expansion
uM . However, the approximation method proposed in [Lüthi
et al., 2017b] has three major disadvantages: 1) The Nyström
method lacks a rigorous control of the approximation accu-
racy. 2) The method relies on parameters, such as the sam-
pling of points on the reference. These parameters depend on
the model to be approximated and need an experienced user to
be chosen. 3) A refinement of the GPMM model (adding more
basis functions) requires a re-computation of the whole model.
The mentioned problems are crucial for the usage of the reg-
istration framework, where a feedback about the approxima-
tion accuracy of the modeled prior is important to choose the
model. Our contribution in this chapter is to propose the use
of the pivoted Cholesky decomposition for this task, see [Har-
brecht et al., 2012; Foster et al., 2009], which allows the com-
putation of a Karhunen-Loève-expansion up to a prescribed
accuracy with a rigorous error control. The method in this
chapter, except the refinable registration, has been published
in [Dölz et al.]. Compared to the Nyström method, which
was originally proposed for this purpose by Lüthi et al. [Lüthi
et al., 2017b], the use of the pivoted Cholesky decomposition
has several advantages:

1. We enable the Gaussian process registration framework
to approximate models with a rigorous black-box error
control. In particular, the parameter M is chosen adap-
tively for a user-defined tolerance. This is a major ad-
vantage over the Nyström method, which lacks feedback
about the actual approximation accuracy and has several
parameters to guess heuristically.
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2. The pivoted Cholesky decomposition follows a greedy-
type strategy, where the corresponding basis functions
generate a subspace which is equal to the subspace spanned
by the truncated Karhunen-Loève-expansion. We pro-
pose therefore to use the greedy-type basis from the piv-
oted Cholesky decomposition instead of the eigenfunc-
tions for the representation of uM . Thanks to the greedy-
type strategy, the subspace can easily be enlarged by
adding additional basis functions, if required. We show
that the proposed basis functions lead to competitive re-
sults. However, in contrast to the Nyström method, the
basis is refinable and is computationally less intensive.

The chapter is structured as follows: First, we recapitulate
the Nyström method which is currently used for its discretiza-
tion. We principally discuss the drawbacks of the Nyström
method and how this affects registration results. In Section 4.2
we introduce the pivoted Cholesky decomposition for the low-
rank factorization of covariance matrices and explain how it
can be used to compute Karhunen-Loève-expansions for GP-
MMs. Section 4.3 introduces the new greedy-type basis and
contains also a discussion of why the registration results with
this basis should behave similarly to the registration results
with the eigenbasis from the Karhunen-Loève-expansions. The
numerical experiments in Section 4.4 are concerned with the
approximation quality of the introduced method.

4.1.1 Accuracy of the Nyström Method

The Nyström method, which has been explained in Section 2.2.1,
has two major drawbacks which cause difficulties in building
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accurate GPMM approximations.

1. Nyström depends on random samples: When the GPMM
model is approximated with the Nyström method, it de-
pends on random samples of points. The sampling based
approach might miss important features of the covari-
ance function on small scales, which might be crucial for
the accurate approximation.

2. Number of required eigenfunctions is unknown: Even if
it is known that the GPMM has a good low-rank approx-
imation, the required number of eigenfunctions, i.e., the
value of M , cannot be determined in advance or by the
algorithm but has to be chosen by the user.

The mentioned points make it difficult to answer the fol-
lowing questions: First, how many basis functions (M) do I
have to choose? Second, how should the points for the approx-
imation be sampled? Moreover, third, if all the parameters are
chosen, how accurate is the approximated model? With the
initially proposed method, this always leaves the user with-
out any knowledge about how accurate the model is and what
parameters to choose to make it better. It makes it difficult
to judge whether a bad registration result is caused by an in-
accurate prior model or just by unfortunately drawn random
samples and a bad guess of the user.

To overcome this problem, we would have to choose a large
N , as well as a sufficiently large number of eigenfunctions M ,
which would lead to a good approximation. However, the
choice of a large N leads to a N × N dense eigenvalue prob-
lem, whose solution has a complexity of O(N3) according to
[Dölz et al.]. In addition, for large N , the evaluation of the
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eigenfunctions (2.12) becomes computationally intensive for a
large number of evaluation points, because every point to in-
terpolated involves an evaluation on all N sampled points.

Therefore, an algorithm should satisfy the following re-
quirements:

1. The algorithm should avoid random sampling or further
random input data.

2. Additional parameters that need an expert understand-
ing of the method should be avoided.

3. Given a user-defined tolerance, the algorithm should au-
tomatically select the number of required eigenfunctions,
i.e., the value of M , such that the error is below that tol-
erance.

4. While the previous two requirements address the issues
discussed at the beginning of this section, we require the
algorithm to be computationally efficient without sacri-
ficing accuracy.

In this chapter, we will discuss an algorithm that fulfills
the mentioned requirements for Gaussian process morphable
models, while still providing additional advantages, such as
on-the-fly refineability and data-dependent approximation.
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4.2 Pivoted Cholesky for GPMM Approx-
imation

4.2.1 Low-rank Approximation with the Pivoted
Cholesky Decomposition

Although the system matrices of the discrete eigenvalue prob-
lems (2.9) and (2.11) are dense, they still contain a low di-
mensional structure, which allows for a low-rank approxima-
tion. This is true for most GPMM model if the correlations
lengths of the kernels are not chosen too small. If the ker-
nels length have been chosen too small, the low-rank structure
gets lost because all locations need to be modeled indepen-
dently. We will discuss later in this chapter, what solutions
exist for this problem. For most GPMM models, however, its
low-rank structure allows for a good approximation. A suitable
tool to reveal the low-rank structure of a covariance matrix is
the pivoted Cholesky decomposition. It relies on the a-priori
knowledge that covariance matrices are positive semi-definite
matrices and does not require the precomputation of the full
covariance matrix of all points to be discretized.

Given a pre-defined approximation tolerance, the algorithm
finds a low-rank approximation such that the error is below the
tolerance. The tolerance is measured in the trace-norm of the
covariance matrix. It automatically detects a rank M which
is required to fulfill that tolerance. The pivoted Cholesky de-
composition, which has been introduced in [Harbrecht et al.,
2012; Foster et al., 2009], is given in Algorithm 2.

In the algorithm, it can be seen that it is only required to
provide the covariance function to compute the approximation
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and not the full covariance matrix of all the points. The com-
putation of the full covariance matrix is avoided because the
algorithm determines automatically which entries of the ma-
trix need to be computed, which are at most O(NM), rather
than O(N2). This means that the kernel evaluation is only
needed on the determined entries and not for all the points.

The only parameter, which needs input from a user is the
approximation error. This parameter fulfills the requirement
that the user does not need any insight knowledge about the
approximation itself. The error of the output low-rank approx-
imation is guaranteed to be below that threshold. This gives
the user a rigorous control over the approximation accuracy of
the GPMM as illustrated in Figure 4.1. On this figure, differ-
ent random samples are shown from a GPMM approximated
with different levels of accuracy.

Another interesting variant of the algorithm evolves when
an upper limit to the rank M of the low-rank approximation
is fixed. Since the output of the algorithm includes the error
of the low-rank approximation, one can directly check whether
the quality of the low-rank approximation is sufficient.

We have discussed now how the pivoted Cholesky algo-
rithm can be used to approximate the covariance of the GPMM.
In the next section, we explain how this low-rank approxima-
tion can be transformed into the Karhunen-Loève-expansions,
which are originally proposed in the original publication [Lüthi
et al., 2017b].
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Figure 4.1: Samples from a GPMM that deforms a sphere
reference mesh with a radius of 100 mm. The kernel for the
GPMM is a Gaussian kernel with a large length-scale, com-
bined with a short local one (Gaussian kernel with σ = 60 and
scale = 30 and a Gaussian kernel with σ = 15 and scale = 10
). When we increase the accuracy tolerance, the model is
refined and it is visible that samples of the more accurate
model show more details of the short-scaled kernel (Published
in [Dölz et al.]).
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4.2.2 Computing Karhunen-Loève-Expansions us-
ing pivoted Cholesky

Having a well suited algorithm to compute the low-rank ap-
proximation of the covariance function, as the one proposed
before, we can replace the covariance matrix (2.9) and (2.11)
by its low-rank factorizations C ≈ LMLᵀ

M [Dölz et al.]. This
yields another eigenvalue problem

LMLᵀ
Mvm,N = λm,Nvm,N .

LMLᵀ
M has the same eigenvalues as Lᵀ

MLM , and therefore we
obtain an equivalent eigenvalue problem

Lᵀ
MLM v̌m,N = λm,N v̌m,N , (4.1)

which has the reduced dimension M � N and can be solved
more efficiently than the eigen value problem of the Nyström
approximation, which depends on the amount of sampled points.
Approximations to the eigenvectors φm,N are then given by

φm,N ≈ vm,N = LM v̌m,N . (4.2)

Assuming that the GPMM can be well approximated by a
truncated Karhunen-Loève-expansion, M is small, and, thus,
we can choose many points to discretize the model on. This
allows for a discretization of the GPMM surface and image
templates with a high amount of points.

4.3 GPMM Approximation with Newton
Basis

The conversion of the optimization problem in the reproducing
kernel Hilbert space from (2.15) to an optimization problem
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with finitely many parameters in (2.16) is motivated by com-
puting a PCA of the prescribed kernel function, which leads
to the Karhunen-Loève-expansion in the continuous case. The
reason is that it captures the most significant features of the
model in finitely many parameters, whereas the eigenbasis is
sorted according to their variance. However, the Karhunen-
Loève-expansion has more structure than needed for the opti-
mization in (2.16). Having the Karhunen-Loève-expansion to
approximate the model was originally proposed in the paper
[Lüthi et al., 2017b]. The principle of using a PCA low-rank
approximation for building statistical shape models has been
used in the classical literature since its introduction [Cootes
et al., 1995]. Even if this representation is very natural, we
could also choose a different basis for the GPMM registration
without losing any accuracy. The alternative basis spans the
same subspace and approximates the GPMM model as well.
We propose a set of basis functions that can be directly com-
puted using the pivoted Cholesky approximation and can avoid
the transformation in Section 4.2.2 completely. Therefore, the
basis is cheaper to compute and has more favorable properties.

Denoting the m-th basis function obtained from the piv-
oted Cholesky decomposition by φm,N and abbreviating

ΦN,M (x) =
[
φ1,N (x)

∣∣ . . . ∣∣φM,N (x)
]

and ΣN,M = diag(λ1,N , . . . , λM,N ), the Karhunen-Loève-expansion
(2.6) can be written as

uM (x,α) ∼ µ(x) +αΣN,MΦN,M (x)ᵀ.

By associating (4.2) with its corresponding functions, we de-
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duce that

ΦN,M (x) = LM (x)
[
v̌1,N

∣∣ . . . ∣∣v̌M,N

]︸ ︷︷ ︸
=:Φ̌N,M

,

which yields

uM (x,α) ∼ µ(x) +αΣN,MΦ̌N,M (x)ᵀ︸ ︷︷ ︸
=:α̃

LM (x)ᵀ.

We remark in particular that the coefficients α̃ are a linear
combination of the coefficients α. Thus, instead of using the
Karhunen-Loève-expansion (2.6), and by denoting the function
associated with the vector `i by `i,N , we can use the expansion

uM (x, α̃) ∼ µ(x) +
M∑
i=1

α̃i`i,N (x),

see also [Harbrecht et al., 2015], which spans the same sub-
space. The optimization (2.16) then turns into

arg min
α̃1,...,α̃M

D
[
ΓR,ΓT ,µ+

M∑
i=1

α̃i`i,N

]
+ η

M∑
i=1

α̃2
i .

Therefore, we can directly work with the Newton basis. The
Newton basis are given by the column vectors of the low-rank
approximation of the pivoted Cholesky decomposition, which
has been proposed in the publications [Müller and Schaback,
2009] and [Pazouki and Schaback, 2011b], and omit the solu-
tion of any eigenvalue problems.

The omission of the eigenvalue problem leads to the first ex-
citing possibility for GPMM registration, the possibility to re-
fine the model without recomputation. Since the Newton basis
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is directly represented by the column of the pivoted Cholesky
decomposition, a refinement is possible by just adding addi-
tional iterations until a higher accuracy of the model is reached.
If the basis vectors for the GPMM need to be orthonormal,
one can apply the Gram-Schmidt algorithm, which can also
be continued when the basis needs to be expanded [Golub and
Van Loan, 2012].

In the next experiments, we will show that the recursively
computable set of basis is a competitive alternative for GPMM
registration in comparison to the originally proposed method
with Karhunen-Loève-expansion [Lüthi et al., 2017b]. In ad-
dition to the possibility for model accuracy refinement, it en-
tails a computational advantage since the computation of the
Karhunen-Loève-expansion from Section /refsec:redeig can be
omitted. The possibility to refine the model without any re-
computation is illustrated in Figure 4.1. In Figure 4.1, random
samples are visualized from GPMM models that are approxi-
mated with increasing accuracy. By making use of the Newton
basis, the GPMM models can be refined from 20% to 99.75%
accuracy just by computing the additional basis functions. It
is visible that after gaining accuracy the GPMM model also
shows the details of the kernel with small correlation lengths.

4.4 GPMM Approximation Experiments

4.4.1 Generalisation Comparison for Surface GP-
MMs

In a first experiment, we want to compare how the GPMM
models, which are approximated with different methods gen-
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eralize to unseen data. We compute different approximations
and look at the accuracy of the models after registration. As an
unbiased measurement to a ground-truth registration, we use
39 registered face scans as target surfaces for the registration.
The dataset has been registered with a different method, which
has been proposed in [Amberg et al., 2007]. The mentioned
method is a registration algorithm, specifically customized to
cope with artifacts and noise of the 39 raw 3D scans. To es-
tablish a fair comparison between the fitting accuracy of the
methods, we create an experiment where only the generaliza-
tion ability of the models is evaluated, which means how well
the approximated GPMM models are able to represent the
given face examples.

The model for this experiment is defined with a scalar
multi-scale B-spline kernel, which has been introduced in 3.3.
In our experiment, we define the levels from l = −5 to l =
−2. We take this kernel function to approximate three dif-
ferent parametric models. As the reference method, we take
the Nyström method, which was originally proposed in [Lüthi
et al., 2017b]. On the face reference, we sample a uniform
subset of 1000 points and approximate 1000 eigenfunctions,
which, due to the expensive interpolation (2.12) to extend the
eigenfunctions to all mesh points, amounts to the borderline
of feasibility. With the pivoted Cholesky method we create a
model with a similar amount of basis functions with a toler-
ance of ε = 0.05 (1200 basis functions) and a more accurate
model with a tolerance of ε = 0.01 (2200 basis functions).
The pivoted Cholesky method allows us to sample all points
directly and we do not have to compute the interpolation of
the eigenfunctions.
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The ground-truth dataset of 3D faces is registered and ther-
fore already in correspondence. For this reason we can directly
project the surface into the GPMM model space as

arg min
α1,...,αM

Dc
[
ΓR,ΓT ,µ+

M∑
i=1

αi
√
λiφi

]
,

where the distance function Dc is the squared Euclidean dis-
tance of every point x with its corresponding point on the
target face. This is a least squares problem and the optimal
solution can be computed in closed form solution, which is
shown in [Albrecht et al., 2013].

The 39 registered human faces are projected into all three
models and the average point-to-point distance is measured
and illustrated in Figure 4.2. The Cholesky approximated
model with ε = 0.05 performs similarly as the Nyström model.
However, when the approximation accuracy of the Cholesky
model is increased to ε = 0.01, the model generalizes bet-
ter to the faces dataset, which is not surprising. The exper-
iment shows that the low-rank approximation created using
the proposed method is competitive with the Nyström approx-
imation in terms of registration accuracy. In Figure 4.3, the
average error is visualized on the reference face surface. We
can see that the defined Cholesky model with ε = 0.01 error
improves the distance error to the closest point in several loca-
tions. This experiment shows two things: 1) Next to bringing
important advantages for GPMM approximation, the pivoted
Cholesky performs well enough compared to the originally pro-
posed method. 2) One advantage can be seen quantitatively
and visually is that a refinement of our model directly effects in
better registration accuracy. The GPMM model accuracy can

64



CHAPTER 4. ERROR-CONTROLLED MODEL
APPROXIMATION WITH NEWTON BASIS

be quantified and also reflect resulting registration accuracies,
which are better for a more accurate GPMM model.

4.4.2 Approximation of Non-Stationary Kernels

Non-stationary GPMM kernels, as they are described in the
previous chapter are difficult to approximate with the con-
ventional Nyström method, proposed in [Lüthi et al., 2017b].
Specifically, the problem is short-length kernels that are only
allowed at predefined regions. The Nyström method would
require a dense random sampling of the points on the tem-
plate, even if only a small region contains kernels with short
correlation lengths, which is computationally heavy. It might
well approximate the coarse correlations, but the small details
could be lost. Since it also does not provide an approximation
error, we never know if the GPMM has been approximated
correctly or if an important region has been lost. Also, it is
impossible to know with how many basis functions a specific
GPMM can be approximated. In this experiment, we show the
effect of an error-controlled pivoted Cholesky approximation
given a non-stationary kernel.

As an experimental setup we define a coarse kernel function
kc(x,y) and also a fine kernel kf (x,y), which are both defined
as Gaussian kernels with σ = 100 for kc and σ = 15 for kf .
Together with a function t : Ω → (0, 1), which activates the
fine kernel on a predefined region in Ω, we formulate a spatially
varying kernel as described in 3.4

ks(x,y) = kc(x,y) + t(x)kf (x,y)t(y). (4.3)

In Figure 4.4, the GPMM models and the corresponding
amount of basis functions are visualized. It is the number of
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Figure 4.2: Comparison of the generalization ability of three
differently approximated GPMM face models to 36 example
faces: The error is measured with the distance closest to the
target surface in [mm]. The GPMM approximated with the
Nyström method on 1000 eigenfunctions is compared to the
approximation of the same GPMM with 95% and 99% accu-
racy. We clearly see that an approximation of the model with
1000 eigenfunctions is only comparable to a model approxi-
mation with 95% accuracy. Approximating the model with an
accuracy of 99% decreases the generalization error visibly.
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Figure 4.3: The average closest point error to the registered
ground-truth dataset. To make the differences more visible the
color legend was truncated to 0.4mm. On the left the approx-
imation error of pivoted Cholesky model with 99% accuracy
is visualized. On the right side we see the average distance
error with the model approximated with Nyström, for which
we chose 1000 basis functions. The color bar goes from blue
(small error) to red (larger error). Especially in the eye and
lip region, the large improvement of a more accurate model is
visible (Published in [Dölz et al.]).
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basis functions, which are needed to approximate the GPMM
model until the given accuracy. Only by choosing the approx-
imation accuracy, we automatically know, how compact the
model can be approximated. The pivoted Cholesky method
successfully detects that only a low amount of basis functions
are needed to approximate a non-stationary GPMM model
with a small and a large scale Gaussian kernel. This has a
particular impact on the practicability of the proposed ap-
proximation for GPMM modeling and registration. A user of
the software does not need to know which process is precisely
used for approximation. It can take the analytically defined
GPMM model as a black-box and still provide the optimal
model given a pre-defined threshold.

4.5 Adaptive Basis Refinement

Until this point, the approximation algorithm automatically
selected the best points in a data-independent manner. This
means that the best approximation of the GPMM model is
reducing the trace of modeled GPMM best. In algorithm 2
this is done by selection the point i in every iteration as the
maximum of d, which is the diagonal of the covariance matrix.
This is, of course, a meaningful assumption because we have
not used any additional information, such as to what data we
want to fit the kernel. This is, in general, also a good assump-
tion because the models are built as priors for the registration
of a class of objects, which means that generality is important.
Often, however, a residual of the registration would be nicely
adapted, if the right basis functions of the model would have
been chosen as a refinement step. The Nyström approxima-
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Figure 4.4: In this figure, random samples of different kernel
functions are visualized on a sphere with a radius of 100 mm.
All of them are approximated with the proposed method us-
ing an accuracy of 99.0%. The method automatically selects
the right amount of basis functions for the given model. The
spatially-varying model in the bottom row only contains local
details at the specified region. This drastically decreases the
number of basis functions to reach 99.0% accuracy.
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tion, which was originally proposed for GPMM in [Lüthi et al.,
2017b] requires the complete recomputation of the full model
to compute an additional basis for refinement. The Newton
basis, on the other hand, has a powerful advantage: An ad-
ditional basis function can be computed without recomputing
the previous basis. This means that a refinement of the model
approximation is always possible. The refinement, however, is
still in regards to the trace of the covariance function. Pazouki
and Schaback [2011a] introduced in their work the possibility
to make the approximation data-dependent with only a slight
change of the algorithm2.

In the next part, we show how to use an adaptive pivoted
Cholesky algorithm to compute additional basis that can be
data-dependent. We show an example with the human face
that we can refine registration details with GPMM while stay-
ing within the space of the originally modeled kernel.

4.5.1 Data-dependent Approximation

For a data-dependent approximation, we first have to intro-
duce the additional information f = {f(x1), . . . f(xN )}, which
assigns a target point to every point on the template. In prac-
tice, this assignment be achieved by finding the closest point
on the target object for every point on the template. Instead of
selecting the basis function according to the trace of the covari-
ance function, we choose the next basis that reduces the error
best according to our data example f . In every additional iter-
ation, the residual to the target function fR is replaced by the
error that is left when all previous basis functions are applied.

2This finding has been the result of an enlightening discussion with
Prof. Dr. Volker Roth.
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In Algorithm 3 the procedure is described in detail. The main
change, in comparison to Algorithm 2, is the selection of the
pivot πi, which is now data-dependent.

4.5.2 Registration with data-dependent approxi-
mation

The data-dependent approximation provides the advantage
that a kernel can be defined in advance and the approximation
greedily selects the basis function, which improves the given
target-function the best. If we define the target-function as
the closest points from the current estimation step to the tar-
get shape, we can automatically select the basis functions of
the GPMM, which are ideal to match the current residual. By
changing the target-function iteratively during the registration
process we can define a data-dependent, refinable registration.
In Algorithm 4, the high-level procedure for the algorithm is
described. This setting has the advantage that even when
very local kernels are defined, the important basis functions
are picked depending on the current registration problem. In
Figure 4.5, an artificial example is illustrated on a sphere with
two bumps. The conventional pivoted Cholesky approxima-
tion picks the optimal next basis according to the trace with-
out any knowledge about the function to approximate. As a
target function f , we use the closest point from the current es-
timation of the deformation field to the target shape. In every
refinement block, this function is refined based on the current
estimate. When f has been refined, we approximate the next
components of the GPMM model. In Figure 4.5 approximated
variance is visualized. Compared to the non-adpative approx-
imation, the algorithm approximated the basis functions ex-
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actly at the places, which are needed to refine the registration.
The effect can directly be seen in the registration result. The
registration result using the adaptive approximation did in-
deed manage to match the small bumps in the shape.

One application of such a model is face registration. A
normal approximation often lacks details at the eyelids. The
local components to match these details are minimal in com-
parison to the whole domain size, which would lead to a very
complex model. In Figure 4.6 we have applied the registra-
tion described in Procedure 4 to an example face. On the left
side in red we see the registration with non-adaptive GPMM
model. In comparison to the real target in the middle, the eye-
lids are not matched well. Applying the adaptive algorithm,
on the other hand, results in a much better match, which is
the illustration in blue.

4.6 Conclusion

In this chapter, we have presented a low-rank approximation
method for the Gaussian Process Morphable Model framework
(GPMM) with a controllable approximation error and a re-
finable and greedy basis. The framework enables the possi-
bility to build complex prior deformation models and works
especially well for local and multi-scale kernels, where other
approximations do not provide satisfying results. The param-
eterization of the GPMM is an important part of the frame-
work to make a numerically feasible optimization possible. In
this chapter, we have shown a GPMM approximation method
that has significant advantages over the originally proposed
method: The method enables full control over the approxima-
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Figure 4.5: In this figure, a toy example of an data-dependent
model approximation is shown. On the top the blue target
shape containing two small bumps is visualized. The approx-
imated variance per point k(x, x) is visualized (From blue as
0 to the maximum in red). A perfectly approximated model
should have constant red color. Columns a) to c) show the
different approximation stages from 50 to 150 basis functions.
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Figure 4.6: An data-dependent model approximation of a
GPMM applied to the registration of a human face. Red:
The registration result using the normal pivoted Cholesky al-
gorithm. Beige: The target face. Blue: The registration
using a data-dependent model. The different performances of
the model are visible at the eye region, where the result in blue
matches the target better.

tion error. And second, the greedy algorithm stops at a prede-
fined accuracy. As the third main contribution, we proposed a
new basis for GPMM registration. We showed that the Newton
basis contains enough structure for the registration problem
optimization and has two advantages over the previously used
eigenbasis: 1) The calculation of this basis is computationally
more efficient because it omits the step of calculating an SVD
and 2) the Newton basis are computed greedily and thus allow
for iterative refinement of the approximation error without the
re-computation of the preceding basis-vectors. We have shown
how to include the registration target itself to optimize the se-
lection of the basis functions, which are essential to match the
target object. This is useful to refine the approximation of
the GPMM models at specific places, where an flexibility is
needed for registration. The contributions add an important
missing piece to the GPMM framework. In contrast to the
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initial method, we provide a practical and theoretically sound
way to control the approximation error of the GPMMs, which
has a notable impact on the usability in practice. We have
shown the registration accuracy of the models in the context
of the human face and visualized the individual effects with
toy examples.
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Algorithm 2 The pivoted Cholesky decomposition

Input:

• Function C(i, j) computing entry (i, j) of matrix C.

• Relative error tolerance ε > 0

Output:

• Required rank M for low-rank approximation

• Low-rank approximation CM =
∑M

i=1 `i`
ᵀ
i

• Approximation error trace(C−CM ) ≤ ε · trace(C)

Set M = 1
Set d = diag(C)
Set error = ‖d‖1
Set ε = ε · error
Set π = [1, 2, . . . , N ]
while error > ε do

Set i = argmax{dπj : j = M,M + 1, . . . , N}
Swap πM and πi
Set `M,πM =

√
dπM

for M + 1 ≤ i ≤ N do
Compute

`M,πi =
(
C(πM , πi)−

∑M−1
j=1 `j,πM `j,πi

)
/`M,πM

Update dπi = dπi − `M,πM `M,πM

end for
Compute error =

∑N
i=1 dπi

Set M = M + 1
end while
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Algorithm 3 The adaptive pivoted Cholesky method

Input:

• Function C(i, j) computing entry (i, j) of matrix C.

• A datavector f that assigns every entry i a target value.

• Relative error tolerance ε > 0

Output:

• Required rank M for low-rank approximation

• Low-rank approximation CM =
∑M

i=1 `i`
ᵀ
i

• Approximation error trace(C−CM ) ≤ ε · trace(C)

Initialize M = 1, fR = f , d = diag(C), error = ‖d‖1
Set ε = ε · error
Set π = [1, 2, . . . , N ]
while error > ε do

Set i = argmax{|fR(πj)| : j = M,M + 1, . . . , N}
Swap πM and πi
Set `M,πM =

√
dπM

for M + 1 ≤ i ≤ N do
Compute

`M,πi =
(
C(πM , πi)

∑M−1
j=1 `j,πM `j,πi

)
/`M,πM

Update dπi = dπi − `M,πM `M,πM

end for
Set mM =

(
fπi −

∑M−1
j=1 mj`j,πM

)
/`M,πM

for 1 ≤ i ≤ N do
Update fR(πi) = fR(πi)−mM`M,πi

end for
Compute error =

∑N
i=1 dπi

Set M = M + 1
end while
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Algorithm 4 In this algorithm we describe procedure to itera-
tively refine the GPMM during registration. In every iteration
the adaptive pivoted Cholesky is used to calculate additional
basis functions, which are then used for a new registration.
Based on current registration state, a new function f is com-
puted.

1: procedure Adaptive Registration
2: Set n refinement iterations.
3: Set ΓT as target shape.
4: CP (x,ΓT ) is the point on ΓT closest to x.
5: Approximate initial model GP0(µ, k)
6: Registration with GPi−1(µp, kp)
7: Γ0 ← Current best fit (surface)
8: for i← (1, . . . , n) do
9: Set fi as CP (x,ΓT ) for all x of Γi

10: Approximate GPi(µ, k) with fi
11: Registration with GPi−1(µp, kp)
12: Γi ← Current best fit (surface)
13: end for
14: Final result is Γn
15: end procedure
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Chapter 5

Medical Applications

Previously, we have shown how multi-scale and non-stationary
kernels can be applied to model a GPMM prior to the hu-
man face. In this chapter, we showcase two more applica-
tions, which show how non-stationary kernel modeling and the
proposed approximation method perform in practice. First,
we show experiments on the image registration of the Ulna.
With these image registration experiments, we demonstrate
the following: First, that the approximation scheme, which has
been proposed in this thesis, is competitive with the Nyström
approximation scheme regarding image registration accuracy.
Second, we show that the alternative Newton basis results
in the same registration performance as the computationally
more expensive eigenbasis. We have published these results in
the paper by Dölz et al.1.

In the second part of this chapter, we show in an ex-
periment with a human skull how even pathologies can be

1Equal contribution of the first two authors.
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matched. The showcased skull cannot be fitted with a regular
healthy statistical shape model since the patient has an over-
bite. We show how to model the healthy part and the patho-
logical part separately and how this enables us to fit even a
pathological skull. We propose to model the overbite pathol-
ogy using a non-stationary kernel and an optimization scheme,
where the explanation of the healthy part can be separated
from the pathological part after the registration. We have
published these results as a chapter in [Lüthi et al., 2017a].

5.1 Registration of the Ulna

In the previous chapters, we have mostly concentrated on
GPM models on surfaces, such as the human face or the sphere
as a toy example. The GPMM framework, however, can also
be defined and approximated on 3D or 2D images, and there-
fore be used for image registration. To measure how well the
proposed pivoted Cholesky method does in practice, also in
comparison to the Nyström approximation, we have set up
medical image registration experiment, where we use differ-
ent GPMMs, where different approximation methods and also
different basis functions are used. In this experiment, we com-
pare these prior models by measuring the image registration
accuracy of a human forearm CT-dataset, which has also previ-
ously been used in [Lüthi et al., 2017b]. As a final experiment,
we compare the present GPMM image registration approach
with the state-of-the-art registration framework, Elastix [Klein
et al., 2010] and discuss the differences between the two frame-
works.

80



CHAPTER 5. MEDICAL APPLICATIONS

5.1.1 Experimental Setup

For all experiments, we performed registrations on a dataset
that consists of 27 CT images of the human forearm. We took
one arbitrary example of the dataset and rigidly aligned them
by placing four landmarks on every example. The images are
provided in a resolution of 800×800×500 and the ground-truth
segmentation for measuring the accuracy has been manually
segmented and extracted as a surface. A typical example of
a CT of the human forearm and an extracted surface can be
seen in Figure 5.1. To be able to compare different approx-
imation methods in this experiment, we fixed the analytical
model to be defined by the kernel, which performed best in
the experiments in [Lüthi et al., 2017b]. The prior model con-
sists of three Gaussian kernels with different scales, whereby
the coarsest kernel has been transformed along the principal
axis of the bone template. This transformation has an am-
plifying effect on the deformation variation along the length
axis of the bone, which matches better to different lengths of
the forearm. The kernel has been described in detail in [Lüthi
et al., 2017b]. As a measure to evaluate the accuracy of the
registration, we use the image deformation field to warp the
extracted surface and then compare this surface to the surface
of the manually segmented ground-truth. As a distance mea-
sure, we use the root mean squared distance of the deformed
surface to the ground-truth. Using this measure, we solely fo-
cus on the accuracy of how the forearm is registered without
considering the full image.
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Figure 5.1: On the left side, we see a typical slice of a CT image
of the human forearm and on the right only the segmented
surface of the forearm is visualized [Lüthi et al., 2017b].

5.1.2 Comparison of the Approximation Basis

In the previous chapter (Chapter 4), we have proposed an
alternative basis to represent the GPMM deformation prior.
We want to measure if the change to this alternative basis has
an impact on the registration accuracy. For this experiment,
we approximated two GPM models, which was defined with
the same kernel. In Figure 5.2, a direct comparison between
the eigenbasis and the proposed Newton basis is shown. For
both models, we used an approximation accuracy of 99%. For
the Newton GPMM we directly kept the basis of the GPMM,
and for the Karhunen-Loève-expansion, we used the method
shown in 4.2.2 to transform the basis. Figure 5.2 shows that
the Newton basis leads to a similar registration accuracy than
the model with the eigenbasis. This means that a transforma-
tion step to receive the eigenbasis is not necessary in order to
improve the registration accuracy. If this transformation step
is not needed, we have the advantage that an additional basis
can be computed recursively to refine the approximation error.
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Figure 5.2: A comparison of the registration accuracy of two
different basis for the GPMM approximation. Left: The pro-
posed Newton-basis is less computationally intensive and it-
eratively refinable. Right: The originally used Eigenbasis,
computed as in Section 4.2.2.
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5.1.3 GPMM Approximation Comparisons

In a second experiment, we target a comparison between Nyström
approximation and the pivoted Cholesky approximation in
terms of registration accuracy. Lüthi et al. [2017b] have al-
ready shown the registration performance of the Nyström method
in several experiments. To goal of this experiment is to show
that the pivoted Cholesky approximation scheme using the
Newton basis does perform at least equally than the Nyström
method in terms of registration accuracy. In Figure 5.3, the
registration accuracy of the two models is visualized, whereas
the distance is the root mean squared error between the warped
surface and the ground-truth. A pivoted Cholesky GPMM
with an accuracy of 99% (ε = 0.01) provides similar registra-
tion result as a Nyström approximation, where 500 points are
uniformly sampled. A pivoted Cholesky GPMM with a higher
accuracy (99.9%) leads to a decrease of the registration er-
ror. The advantage, however, is not the improved registration
accuracy in the first place, but rather that the approxima-
tion method with pivoted Cholesky provides an approxima-
tion accuracy. Without this information, a user of the GPMM
framework cannot know if his definition of the kernel to model
the GPMM is not ideal for this dataset, or if the GPMM ap-
proximation has failed to represent the model correctly. With
the Nyström method, the user will never be sure if parameter
change of the approximation or a change of the GPM model
is needed, and also it is not clear how to change the approxi-
mation.
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Figure 5.3: A comparison between different model approxima-
tions using the registration accuracy of the Ulna registration.
Our proposed Cholesky model with ε = 0.01 and ε = 0.001
error is comparable with the Nyström method with 500 eigen-
functions. However, the Pivoted Cholesky method provides
additional information about the approximation accuracy of
the given GPMM.
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5.1.4 Comparison to Elastix

As a final image registration experiment, we want to provide
a comparison with a state-of-the-art registration algorithm,
[Klein et al., 2010]. A direct comparison of registration algo-
rithms, however, is a difficult task because it is always a mix
of several factors that influence the performance. It is difficult
or impossible to isolate certain factors for a comparison. The
B-spline registration approach from Elastix is coupled with a
multi-resolution optimization strategy, which is less prone to
get stuck in local optima. However, since the optimization
strategy and the B-spline deformation model are coupled in
Elastix, there is no possibility to customize this deformation
model to a specific dataset. A change of the B-spline defor-
mation model would also require changes in the optimization
method. It is the strength of the GPMM framework to build
specific deformation priors and compute posterior models us-
ing landmarks. In this experiment, we want to focus on a com-
parison of the two deformation models without discussion ad-
ditional features of the registration approaches. A fair way to
compare the two deformation models, the B-splines of Elastix
and the approximated GPMM is to use the individual frame-
work’s strengths to find the best solution possible. To become
more robust against local optima on the GPMM side, Lüthi
et al. [2017b] showed that landmarks can be incorporated to
build a posterior GPMM model. By including landmarks to
our experiments, we are again comparable with the method,
provided by Elastix. This means that the GPMM deformation
priors are competitive with the B-spline deformation model of
Elastix in terms of registration accuracy. Hereby it is to point
out that the GPM models in this experiment are parameterized
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Figure 5.4: A comparison of the built registration models with
a state of the art B-spline method, which is implemented in
Elastix [Klein et al., 2010]. Our model is comparable with the
single scale approach. The inclusion of landmarks to compute
a posterior GPMM guides the optimization procedure well and
is comparable to the multi-scale version of Elastix [Klein et al.,
2010].

with around 1500 parameters, while a typical Elastix B-spline
model contains about 40′000 parameters.
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5.2 Non-stationary Model Registration

5.2.1 Pathology Fitting and Separation

Lüthi et al. [2017b] have shown that statistical shape mod-
els can be formulated as a sample covariance kernel in the
GPMM framework, which allows using models in the GPMM
framework, which are built from data examples. These sta-
tistical shape model kernels (SSM kernels) can be used to
and analyze a new example more robustly because the de-
formation model only consists of example it has seen. Let
uSSM ∼ GP (µSSM, kSSM) be a GPMM defined with an SSM
kernel. One disadvantage, however, is that uSSM usually only
has seen healthy examples, which is a disadvantage when fit-
ting an example with a pathology. In this experiment, we take
a skull of a patient with an overbite as the example. The idea
is to use the fitted skull model to devise a surgical plan to
fix the overbite using a surgical intervention in an automated
way [Shahim et al., 2013]. To model the pathology and the
healthy part at the same time, we propose to build an addi-
tional GPM model up ∼ GP (0, kg(x, x

′)), which explains the
additional deformations, which differ from the best fit of a
healthy skull. We show how to fit these GPM models to the
target skull, such that the healthy part and the pathological
part can be explained separately. We have published these
findings as a book chapter in [Lüthi et al., 2017a].
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Figure 5.5: On the left the pathological target skull is illus-
trated. The middle shows the fitting result using the statistical
model combined with the bias model. On the right the result
is split into the shape model part in red and the bias part in
green (published in [Lüthi et al., 2017a]).

Simultaneous fitting of the healthy and pathological
shape

Let uSSM ∼ GP (µSSM, kSSM) and up ∼ GP (0, kg(x, x
′)) be two

GPMMs, which explain a healthy and a pathological part of a
deformation prior. We assume that both models are low-rank
approximated, as discussed in Chapter 4,

MSSM[αSSM] = µSSM +

r∑
i=1

αSSM
i

√
λ

SSM

i φSSM
i (5.1)

Mp[αp] =
r∑
i=1

αp
i

√
λ

p

i φ
p
i , (5.2)

a combined shape Γ as

Γ = {x+MSSM[αSSM](x) +Mp[αp](x)|x ∈ ΓR}

for a combined set of parameters αSSM, αp.
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We write the registration problem with separated models
as

arg min
αSSM,αp

D[MSSM[αSSM] +Mp[αp],ΓT ] + η‖αSSM‖2 + η‖αp‖2,

where D is the distance measure defined in (2.17).
After optimization, we result in two sets of parametersαSSM

and αp, which can then be analyzed separately. In the next
section, we explain how to build the non-stationary GPMM
model for modeling the pathology.

Building a model for the pathology

The basis vectors of the two models (SSM and Pathology) are
not necessarily orthogonal, which means that it might be pos-
sible to explain the same shape deformation with both models.
Making the pathological model non-stationary and specifically
model a spatial region, where it is expected, reduces a possi-
ble interplay between the two models. For pathological skulls
with an overbite, we can specifically define where we expect
additional deformations. We restrict the pathological model
explicitly to a domain by composing a spatially varying kernel
ksv(x, x

′), as introduced in Chapter 3.4. The non-stationary
property is introduced in a(x), which defines the active region
of the kernel.

We define the spatially-varying pathology GPMM as

ksv(x, x
′, k) = a(x)k(x, x′)a(x′)

where k itself is an arbitrary kernel and a(x) is the region
activation function, which is active around the mandible in our
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Figure 5.6: For this example we have placed 8 landmarks in
the teeth and mandible region of the skull. The landmarks
in the teeth region prevent the model from adapting to the
metal artifacts in the teeth region (published in [Lüthi et al.,
2017a]).

CMF example. To define a smooth region, we use a function

a(x) = exp (−‖x− xc‖/σ2)

which defines a smooth region around the mandible, xc as the
closest point to x on the mandible and kg(x, xc) as a Gaussian
kernel. σ controls the size of the region around the mandible,
such that the borders between active and non-active regions
are smooth. The function assigns up to 1.0 for points that are
inside the mandible region and smoothly go to 0.0 for points
that are in further distance of the mandible.
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Experiment

We have tested the proposed method on a skull, which is il-
lustrated in Figure 5.5. The teeth region introduced large
metal artifacts in the image. We, therefore, introduce more
robustness by placing eight landmarks, which increase fitting
accuracy. An illustration on where the landmarks have been
placed, can be found in Figure 5.6. In Figure 5.5 the fitting
results are shown. The brown surface (left) is the target sur-
face, which has been segmented from the patients CT image.
In the middle, the complete fit is shown, which includes the
full model (Pathology and SSM). When we compare the target
and the fitting, it can be seen that the overbite was matched
without misfits in other regions. As we can split the model
fit into two parts, the pathological and the healthy part, we
can visualize both fittings overlaid, which is Figure 5.5(Right).
The red surface represents the most likely shape from the SSM
model part without the overbite. We can also see this effect
in the profile of Figure 5.7, where the target is shown in blue,
the fitting in green and the SSM part in red. Also here we can
see that the overbite itself is not explained by the data-kernel
and only fits the target using the additional variability of the
pathological model. The normal part fits very well to the rest
of the skull, such as the cranium.

5.3 Conclusion

Using the task of CT image registration of the Ulna and the
GPM model fitting of skulls, we have presented several addi-
tional insights into the proposed methods of this thesis. First
of all, we have shown that the proposed approximation method
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does lose accuracy in registration compared to a Nyström
model. For the GPMM, which has been approximated with
pivoted Cholesky, however, we know the approximation ac-
curacy, while this is unknown for the Nyström model. Us-
ing the Nyström approximation, it is impossible to decide for
the user, where to improve the GPMM, which is either by
defining a different kernel or to change the approximation pa-
rameters of the Nyström method. With a second experiment,
we have shown that it is not necessary to use the eigenbasis
to parametrize the model, because the proposed, alternative
performs the same in registration. In contrast to the eigenba-
sis, however, the Newton basis can be computed recursively,
which allows refining the approximation without a recompu-
tation of the already existing basis functions. By comparing
the GPM deformation models to a state-of-the-art registration
framework, we have shown that the approximated models are
flexible enough to reach competitive results. The deformation
model of the compared method does not allow further mod-
eling and customization and is typically parameterized with
about 40′000 parameters, which is huge compared to the num-
ber of parameters of a GPMM (∼ 1500). In the second part,
we have shown how kernel modeling in the GPMM framework
also not only can be used for registration, but also for fitting a
statistical shape model to pathology data. We have proposed
a method to analyze data, which would not fit into a statistical
shape model made from healthy data. We have shown how to
fit a GPMM to such an object and how to explain the healthy
and the pathological part separately.
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Figure 5.7: In all the illustrations we can see the registration
target in blue, the fitting result with bias model in green and
the part explained by the statistical shape model in red. On
the left we see the fitting result to the blue target. The region
of the mandible the shape is well aligned. The middle shows
the parts explained by the statistical shape model in red and
the additional part from the bias model in green. It can be
seen that the bias model allows for additional flexibility in the
mandible region, which originates from the spatially varying
kernel. On the right we see that most of the target skull is
explained well by the statistical shape model. However, in the
mandible region it is helpful to add more flexibility using the
bias model (published in [Lüthi et al., 2017a]).
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Chapter 6

Related Work

In this chapter, we want to introduce previous work in relation
to the contribution of this thesis. First, we want to describe
what has been done related to the Gaussian process morphable
model framework. Afterward, we want to introduce more de-
tailed work that has been done on the topics of multi-scale
component modeling, GPMM model approximation and the
application of face registration.

6.1 GPMM in General

The Gaussian Process Morphable Model (GPMM) framework,
on which our work is based on, is the unification of different
concepts. On the one hand, statistical shape models (SSM)
can be extended with additional flexibility using kernel func-
tions. On the other hand, the models are used as statistical
priors for surface and image registration. In the context of sur-
face registration most similar is the work by [Ma et al., 2013],
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which specifically concentrates on 3D surface registration with
an iterative closest point optimization method. In the con-
text of the extension of SSM with additional flexibility, [Wang
and Staib, 2000] proposed to extend the sample SSM with a
smoothness prior. However, the method needs to assemble
the full covariance matrix, which is computationally infeasible
on a large set of points. Also, the work by Grenander et al.
[Grenander and Miller, 1998b] contains similarities to our ap-
proach, as they propose to use a basis function representation
to span the model space. However, in all these works, the basis
functions have to be known analytically [Amit et al., 1991], or
the initial model needs to be of finite rank [Joshi et al., 1997].
In [Jud et al., 2016] and also in [Ma et al., 2013] the covari-
ance function is not approximated, which is only feasible for
compact kernels with small correlation lengths.

6.2 Advanced Kernel Modeling for Reg-
istration

6.2.1 Multi-scale GPMM Modeling

In the GPMM framework, there is no conceptual difference in
modeling priors analytically using kernels, to include knowl-
edge from training data or mix both of them. For this reason,
we mention here also literature where multi-scale components
are modeled in a statistical shape model setting, as well as in
pure surface registration.

[Sotiras et al., 2013] presented an extensive review about
different registration algorithms, in which they split the de-
formation into three groups: Transformations based on physi-
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cal models, transformations derived from interpolation theory
and knowledge-based transformations. The GPMM frame-
work and the proposed models in this thesis cover the last
two groups entirely. One major strength of our formulation in
this thesis is that there is no loss in generality since everything
is always one covariance function. Without any loss in gener-
ality, all properties of the Gaussian process morphable models
can be applied.

Local components are also a very important topic for the
extension of a global PCA-based statistical shape model. [Knothe,
2009] introduced a global-to-local method for modeling the hu-
man face, in which he used mesh subdivision and smoothing
as a preprocessing step before model-building. This method,
however, introduces a loss of generality because of the depen-
dency of the mesh structure and custom data preprocessing
steps. [Last and Winkelbach, 2017] introduced multi-scale
models representing the surfaces as level-set functions, which
has been originally proposed in [Rousson and Paragios, 2002].
Indeed, this representation is well suited to apply image multi-
resolution strategies to also build local statistical models. How-
ever, the representation itself results in a loss of information
about the actual point-to-point correspondence between the
template surface and the result.

6.2.2 Face Registration with GPMM

The iterative closest point algorithm (ICP) [Besl et al., 1992]
and its non-rigid extension (NICP), introduced by [Amberg
et al., 2007] and [Allen et al., 2003] are the most popular al-
gorithms used for establishing the correspondence of 3D face
shapes ([Paysan et al., 2009],[Booth et al., 2017],[Alyuz et al.,
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2008],[Cheng et al., 2017],[Hasler et al., 2009]). Extending the
non-rigid ICP to a specific problem domain or dataset requires
changes in point search heuristics and stiffness weights, which
makes the method complicated to adapt in practice. Addi-
tional extensions the NICP algorithm have also been proposed:
[Alyuz et al., 2008] introduced independent local components
for the NICP algorithm to handle the difficulty of facial ex-
pressions. In [Cheng et al., 2017], local statistical models,
trained from registered data, are embedded as constraints in
the NICP algorithm. In addition to NICP, alternative ap-
proaches for face registration have been proposed: In [Huang
et al., 2006], a registration algorithm with a B-spline based de-
formation model is shown. In [Tena et al., 2006], the authors
propose an algorithm based on thin-plate-splines, which han-
dles different levels of detail and mirror symmetry. [Bronstein
et al., 2007] propose to model facial expressions with mouth
opening as isometric deformations on the face surface. [Salazar
et al., 2014] handle the expression problem by fitting an ex-
pression model of blendshapes before the shape registration
step. In the case of model-building, the BFM [Paysan et al.,
2009] is the most used Morphable Model in literature, and it
was built on 200 neutral faces using NICP. Recently a large
scale Morphable Model built from 10’000 faces has been pro-
posed using NICP for registration [Booth et al., 2017]). Both
those models lack facial expressions. The Surrey face model
contains facial expressions, which are built from 6 blendshapes
and provides multiple resolutions of their shape model [Huber
et al., 2016]. A statistical shape model (no color) was built
on the BU-3DFE face database using a multilinear expression
model [Bolkart and Wuhrer, 2016].
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6.2.3 Spatially-Varying Kernels for GPMM

Several different approaches to spatially-varying registration
have been proposed in the literature [Stefanescu et al., 2004;
Freiman et al., 2011; Cahill et al., 2009; Simpson et al., 2013;
Davatzikos, 1997; Schmah et al., 2013; Forsberg et al., 2010;
Pace et al., 2013]. The idea behind all of them is to make
the regularization strength dependent on the location. This
can be achieved by using a spatially-varying diffusion opera-
tor to smooth the deformation fields [Stefanescu et al., 2004;
Freiman et al., 2011; Cahill et al., 2009] or by explicitly mod-
eling spatially-varying deformations [Simpson et al., 2013; Da-
vatzikos, 1997; Schmah et al., 2013]. The difference between
these approaches is that only local prior information can be
involved and controlled by regularisation. The approach, pro-
posed in this thesis, is general enough to be included for any
kernel on different scale levels, which enables a complex com-
position of kernels together with non-stationary activations of
specific kernels.

6.3 Model Approximation for GPMMs

In the context of Gaussian processes and the computation of
low-rank approximations to covariance matrices, the pivoted
Cholesky decomposition is an established algorithm, cf., e.g.,
[Rasmussen and Williams, 2006; Harbrecht et al., 2012; Foster
et al., 2009; Beebe and Linderberg, 1977]. Having the low-rank
approximation at hand, it has been shown in [Harbrecht et al.,
2012] that the eigenpairs of the covariance matrix can be ob-
tained approximately by solving an eigenvalue problem which
has the dimension of the rank of the low-rank approximation.
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Whereas these works are restricted to the low-rank approxi-
mation of matrices, is has been analyzed in [Harbrecht et al.,
2015] how the continuous eigenvalue problem can be efficiently
discretized and solved by the pivoted Cholesky decomposition
by the use of finite elements. In [Pazouki and Schaback, 2011a]
the authors employ the pivoted Cholesky decomposition to
compute a low-rank factorization of kernel functions in terms
of function skeletons. Since one can add another basis func-
tion to the low-rank factorization without recomputing the
others, they call the obtained basis the “Newton” basis, in
analogy to Newton interpolation. This kernel-based approach
has been extended in [Santin and Schaback, 2016] to compute
a Karhunen-Loève expansion if radial basis functions are used
for the spatial discretization.
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Chapter 7

Future Directions

In this chapter, we want to show additional ideas and future
directions, which can build upon the developments made in
this thesis. The two major contributions in this thesis are the
analytical modeling of non-stationary and multi-scale kernels,
as well as how to numerically approximate these GPMM mod-
els and how to apply them. So far, we mainly talked about
how analytical kernels can be composed, but did not discuss
further possibilities of learning GPMM models from data. All
the concepts in this thesis were deliberately kept as general as
possible to not constrain how kernels should be built. In this
chapter, we want to discuss two ideas, which both involve how
GPMM models can be learned from training data, which is al-
ready in correspondence. The topic is split into two concepts:
First, a bootstrap procedure, where a GPMM model learns
incrementally from new data. And second, how to learn shape
variations on multiple scales, based on the multi-scale kernels,
which were proposed in this thesis.
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7.1 From Analytical Prior to SSM

The fitting of GPMM models to a new dataset often resem-
bles a hen-egg problem. In a first step, we analytically model
a GPMM deformation prior, such that our data can be regis-
tered robustly. The registered data can afterwards be used to
learn a sample covariance kernel (see Section 2.2.3). A sample
covariance kernel is more robust because it is estimated from a
set of examples, but on the other hand less flexible since it only
spans the space of examples it has seen. Simply using a sam-
ple covariance kernel, built on a small amount of data, would
only limit the flexibility of the GPMM model and lead to bad
reconstructions of the target. With an increasing amount of
data, a sample covariance kernel, however, gets more robust
and also more flexible because it has seen more data. A good
sample covariance kernel has the advantage that it is more ro-
bust against outliers in unseen data and therefore also requires
less interaction to register a new example.

7.1.1 Data-Kernel Composition with Analytical
Kernel

We propose to build GPMM model, where the kernel incre-
mentally learns from new data, but still contains the flexibil-
ity to register to unseen data. A straightforward way to build
such a kernel is to compose a weighted sum of a sample co-
variance kernel and the analytical deformation prior. After
an individual registration, the sample covariance part of the
kernel is adapted and the weighted sum makes a step in fa-
vor to the sample covariance kernel. Such a GPMM model
could profit from learned examples early on in the process
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of the registration of a data set. An incremental change of
the GPMM model, however, also has an impact on the nu-
merical side, whereas such a model needs to be approximated
after every change. One solution to this problem would be to
keep an approximated version of the analytical kernel and to
incrementally update the full model using an orthogonaliza-
tion procedure, such as Gram-Schmidt. This would lead to a
GPMM model with a set of basis functions, where the addi-
tional flexibility only explains the part, which has not been
explained by the sample covariance kernel.

7.1.2 Kernel Learning and Deep GPs

Recently, Damianou and Lawrence [2013] and Duvenaud [2014]
have proposed methods to compose Gaussian processes in a
deep matter. In general they have shown to be well suited for
modeling more complex and non-stationary kernels. In combi-
nation with auto-differentiation such kernels could be learned
and trained to a set of example data. By learning the param-
eters of such a DeepGPMM incrementally with the amount
of examples, the same effect of incremental learning could be
achieved. One example of such a framework, which is very
close to this idea, has been recently proposed by Balakrishnan
et al. [2018], which contains a deformation model, which is
constantly learning from new examples.

7.2 Localized Multi-Level SSM

The sample covariance kernel, which has been described in the
background (see 2.2.3) always models all correlations globally.
This is especially disadvantageous when local details need to
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be fitted, which might then have a global impact on other lo-
cations far away from this detail, which leads to incorrect fit-
tings. Lüthi et al. [2017b] have shown how to break the global
correlations of a GPMM by multiplying the sample covariance
kernel with a stationary and compactly supported function.
This, however, has the effect that all global correlations, even
the coarse ones, are broken. We would like to build model
where coarse correlations, such as coarse position of the detail
is modeled globally, but on the other hand, the shape of the
detail can be modeled independently. In this thesis, we have
shown how to build GPMM models using multiple scales using
a compactly supported B-spline kernel. This qualifies for two
things: First, the components can be separated into different
levels of scale and second, the B-spline function is compactly
supported. One promising step would be to learn a statistical
model of the examples on the different B-spline scale levels
and to localize their correlations by multiplying the associated
B-spline kernel. This would create a model that only contains
long correlation for the coarse scales of the SSM and small
correlations for the smaller scales. This would lead to a more
flexible model, which is still learned from data, which contains
global, as well as local correlations.
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Conclusion

In this thesis, we have presented two major contributions:
First, we showed how to build non-stationary and multi-scale
deformation prior models for the Gaussian process morphable
model framework. And secondly, we discussed how to effi-
ciently parameterize any GPMM deformation prior with a
known approximation accuracy. Next to its theoretic and algo-
rithmic introduction, we have shown how the proposed changes
of the GPMM framework have advantages in practical appli-
cations. It has previously been shown that enabling a flexible
way of building deformation priors is indeed helpful to cus-
tomize a general registration framework to a specific problem
[Lüthi et al., 2017b,a]. The methods, we proposed in this
thesis, brings this framework a step further on several sides,
namely how to model complex deformation priors, how they
are approximated and applied.

One major strength of the GPMM framework is its gen-
erality and the possibility to compose complex deformation
prior models, which is very different to many other approaches.

105



Most registration algorithms are directly coupled to one spe-
cific deformation model. Adapting the behavior of these mod-
els to a specific dataset is either not possible or requires mod-
ifications of the registration algorithm on several sides. The
GPMM approach, on the other hand, stays general and only
needs a change of deformation model itself. This enables a
clear separation between the registration algorithm and the
incorporation of knowledge about a specific registration prob-
lem. The GPMM framework always requires three steps to
approach a new problem: 1) Use kernel modeling to incorpo-
rate your knowledge. 2) Approximate the model and 3) Use
this model for registration. Without any loss in GPMMs gen-
erality, we have extended the modeling side with two concepts,
which are important in registration and have shown its appli-
cability with the registration of faces and facial expressions.

First, we have presented a solution how multiple levels of
detail can be modeled using multi-scale B-spline kernels. This
enables the modeling of different levels of detail, which are ex-
pected in the registration. Using this concept, we have shown
how to model coarse correlations, such as the head size of a
human, but also to allow small, local variations, such as the
eye. The multi-scale kernel does not require any additional
constraints for the GPMM framework and is easy to use in
practice. As a second important modeling tool, we propose
how to build spatially-varying kernels, which are activated de-
pending on a predefined region. In combination with the multi-
scale kernel it allows for a detailed control, where certain levels
of details are activated or deactivated. These two modeling
concepts are very powerful and often required in registration.
They allow to include different kind of prior knowledge, such
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as regions, where outliers are expected or places, where more
local, fine-detailed variability is needed. We have shown how
to apply these modeling principles with the registration of the
human face. We modeled a human face prior and combined
concepts, such as multi-scale, non-stationarity, symmetry and
non-smooth deformations. We also showed how to use this
model for GPMM registration to be robust against outliers
and noise.

Multi-scale and non-stationary models in the GPMM frame-
work has a direct impact on the second major contribution in
this thesis: We propose an approximation method, where the
analytically defined model can be assumed as a black box, but
still provides information about how well the given model can
be approximated. In contrast to the previously proposed ap-
proximation method, the pivoted Cholesky method does not
rely on a random sampling step, provides the approximation
error and is recursively refinable. The method adds a missing
component to the theoretical side of the GPMM framework,
where the approximation accuracy was unknown before. On
the theoretical side, we provide a sound approximation method
that does not rely on any additional constraints about the
GPMM model. On the practical side, we provide a more sound
GPMM approximation method, which does not depend on ad-
ditional parameters, which indirectly need to be tuned. A user
of the GPMM framework, who builds a model, does not need
to know about how to choose the approximation parameters
in relation to his model. He only needs to choose the desired
approximation accuracy. With several experiments, we have
shown its applicability and that the method is competitive, in
comparison to the initially proposed method.
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All the contributions provide tools to formulate prior knowl-
edge for registration more specifically, while still keeping the
overall concept clean and general. The fact that the GPMM
modeling and approximation methods are not bound to spe-
cific constraints also comes with a cost. Since we provide a
GPMM method that models any correlations, we are not able
to exploit specific properties of the model. If a user simply
expects local correlations at any place without any additional
modeling intentions, a more efficient method could be applied.
These methods, however, lose their generality and cannot be
applied to arbitrary GPM models.

The contributions of this thesis have been accompanied by
practical applications for the GPMM framework. First, we
have shown how to model a GPMM deformation prior for face
registration, which rely on modeling multiple levels of details
and spatially-varying deformations. In contrast other regis-
tration algorithms for 3D face shapes, our contribution is a
solution, which unifies all the concepts, while still being gen-
eral and understandable and without dataset-related changes
of the registration algorithm itself. In a further application, we
have shown how sample covariance kernels can be combined
with non-stationary models to fit and analyze pathologies. The
medical image registration application of the Ulna showed that
the provided approximation method is competitive, while still
providing all the additional advantages.

The proposed elements on the modeling side, as well as on
the approximation side, take the GPMM framework a big step
further, in theory as well as in practice.
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Appendix A

Face Datasets

A.1 BU-3DFE Database

The Binghamton University 3D Facial Expression Database
(BU-3DFE) [Yin et al., 2006] consists of 100 individuals, whereas
neutral and expression scans are made. Per individual, six fa-
cial expressions with four levels of strength have been recorded.
For our experiments, we solely pick the fourth level of expres-
sion strength. For the F3D data, 83 detected landmarks are
given. The RAW data itself are equipped with five landmarks.
We used an ICP alignment to transfer the F3D landmarks onto
the RAW data for the landmark evaluation. Additionally, we
clicked 23 landmarks for all neutral scans and expression scans
of level 4 for the registration and used the F3D points for cor-
respondence evaluation.
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A.2 Basel Scans

The basis of the Basel data consists of face scans from [Paysan
et al., 2009]. The data has been recorded in a strictly con-
trolled environment. For further details about the creation of
the dataset, we want to refer to [Paysan et al., 2009]. In ad-
dition to the scans by [Paysan et al., 2009], we added more
people over 40 years to improve the age distribution. The
dataset has the following qualities:

• No make-up, beards or hair in the facial area to prevent
artifacts.

• 100 male and 100 female examples.

• Texture quality: Ambient illumination and the texture
in high resolution and good quality.

• Known age at scanning time.

• 160 expression examples: 6 types (anger, disgust, fear,
happy, sad, surprise), controlled conditions.

For the new Basel Face Model (BFM-2017), a more repre-
sentative data distribution compared to the original BFM (see
also [Paysan et al., 2009]) has been selected. Also, a facial
expression model has been included, built from 160 examples.
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